
Preface

Optimization is concerned with choosing several variables to optimize (maximize
or minimize) an objective function, usually subject to several constraints. In the last
twenty-five years, there has been considerable interest in the case where the decision
variables are the entries of a matrix, frequently required to be symmetric and positive
semidefinite. If all remaining constraints and the objective function are linear, this leads to
semidefinite programming. Such problems arise not only in standard matrix optimization
problems, like minimizing the maximum singular value of a parametrized matrix (or the
maximum eigenvalue in the symmetric case), but also in optimal control, in obtaining
good approximate solutions to hard combinatorial problems, and in approximating
optimal solutions of nonconvex optimization problems involving polynomials.

Traditional algorithms often use second-order approximations of the objective and
constraint functions at each iteration to obtain an improved iterate. Such methods have
attractive local convergence properties, usually at a quadratic or superlinear rate. How-
ever, as problems have grown in size—and particularly when the decision variables form
a matrix—the construction, storage, and updating of a second-order approximation, as
well as the linear algebra cost at each iteration of solving the corresponding optimization
subproblem, become prohibitive. Hence there has been renewed interest in first-order
methods, which scale well to such large problems.

This book studies particular matrix optimization problems, and first-order methods
for solving them, in a very simple and geometrically appealing situation: finding a
minimum-volume ellipsoid containing a set of points in Euclidean space. The matrix
decision variables arise since an ellipsoid is defined by a symmetric positive definite
matrix, and its volume is related to the determinant of that matrix. While this is a rather
special problem, it provides a fundamental approach to data analysis of a large set of points
in a high-dimensional space. It also arises in various problems in computational geometry
and, rather surprisingly, in optimal design in statistics.

We will discuss formulations of this problem, duality results and optimality condi-
tions, geometric properties of their optimal solutions, and in particular efficient first-
order algorithms for their solution. We will see that the low iteration cost of these meth-
ods, and their analysis, rely on the beautiful properties of the “log determinant” function
of a symmetric matrix, the formulae for updating the inverse and the determinant of
such a matrix after a rank-one modification, and sensitivity analysis results on nonlinear
optimization problems.

A closely associated problem asks for an ellipsoidal cylinder containing a set of points
whose cross section in a certain coordinate subspace has minimum area. This problem
also arises in computational geometry, and in a more general optimal design setting in
statistics. We provide a theoretical and algorithmic analysis of this problem as well.

A final chapter addresses in a more abbreviated way a number of related problems:
dealing with outliers, approximating by parallelotopes instead of ellipsoids, and ellipsoidal
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approximation of a polyhedron given by linear inequalities rather than as a convex hull
of points.

An intriguing aspect of this area is that algorithms were developed independently and
simultaneously in two different disciplines and on either side of the Iron Curtain. Thus
our basic algorithms were developed by Frank and Wolfe in the optimization community,
and by Wynn and Atwood (in the West) and Fedorov (in the East) in the statistics
community. Very similar methods were proposed in electrical engineering for system
parameter identification. There is also a close relation to the ellipsoid algorithm in convex
optimization. We try to add perspective to our discussion by including a “Notes and
references” section at the end of each chapter. There are also mathematical connections
to geometric functional analysis and to spectral sparsification in graph theory.

This book is aimed at graduate students in applied mathematics or operations research
who are interested in matrix optimization problems or in first-order methods. I hope it
will also be of interest to a variety of researchers in these and related fields. Whether the
reader is concerned with these particular problems or not, we feel the techniques used
and the connections made will prove instructive. For those who want to experiment
with solving instances of these problems, we provide some computational results as well
as MATLAB codes for the algorithms. They are listed in Appendix B and posted at
www.siam.org/books/mo23.

The mathematical background required is quite modest: familiarity with linear
algebra and real analysis suffices. We also include in Appendix A some basic material on
positive (semi)definiteness, low-rank updates, matrix analysis, convexity, and optimality
conditions and duality.
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