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Abstract

In this paper, we study the ill-effects of bridge-
nodes, which causes many dissimilar objects to be
placed together in the same cluster by existing
clustering algorithms. We offer two new metrics for
measuring how well a clustering algorithm handles t
presence of bridge-nodes. We also illustrate how
algorithms that produce overlapping clusters hedp t
alleviate the effect of bridge-nodes and form more
meaningful clusters. However, if there is too much
overlap, the clusters become less informative. To
address this problem, we present a novel clustering
algorithm called MIN-CUT. Our experimental results
with real data sets show that the MIN-CUT algorithm
leads to purer clusters that have very little oagrl

1. Introduction

Clustering is a broad field of practice and studyhe
data set used for clustering can often be repredeat

a graph, where the nodes are objects to be cldstere
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Figure 1: Bridge-node example.

Figure 1 shows a portion of a graph of words
extracted from news stories that appeared in thb Da
Mirror newspaper between 2001 and 2003. A solid lin
represents strong similarity between a pair of word
and a dotted line represents strong dissimilaritye
figure suggests that there is a strong associdign
tween the word pairs (X-Ray, camp), (training, cgmp

anpl the edges represent_ relat_ionships among the{training, target), and (X-Ray, briton), but a vevgak
objects. In this paper, we investigate a phenomenoncgnnection between (training, X-Ray). (Many other

known asbridge-nodes which can pose significant

problems for clustering algorithms. A bridge-nodeai

node that is very similar to two or more other rgde
which are not very similar to each other. Bridgeles
appear often as in the following examples:

- In social networks one person may be close friends
with two other people who hardly know or dislike
each other.

In a bibliographic database there are many prolific
authors who have co-authored papers with other
authors who have no common interests.

words are, of course, connected to these five wouods
we only show these for the sake of simplicity.)

The relationships observed in the graph can be
explained in the following way. During 2002, there
were numerous articles about British citizens chetzhi
at Camp X-Ray, a prisoner of war camp in Guantanamo
Bay, Cuba. There were also many stories about the
terrorist training camps that were potential milta
targets. However, the articles about Camp X-Ray do
not mention the word training, which explains thek
of association between the two words. The wordpcam

In text documents, homonyms such as mint can bein this case acts as a bridge-node between traanidg
associated with disparate words such as candy and-ray.

treasury.
In a database of movie ratings, two reviewers may

Clustering algorithms differ in terms of how they
handle bridge-nodes. Most clustering algorithms ldiou

not share the same interest in movies but may haveeither put camp, X-ray, and training all in the sam

common interest with a third reviewer.

cluster or put X-ray and training in two separate



clusters and then place camp in one of those two

clusters. The obvious problem with grouping them
altogether is that the cluster combines words fram
distinct stories. On the other hand, putting campne

of the two clusters leads to incomplete descriptibn
clusters. For example, suppose the word camp cegla
in the cluster with training. Analysts looking tite
resulting clusters might mistakenly conclude thnmsré
was a story about a British citizen given an X-ray.
Whenever a clustering algorithm must place a bridge

node in one of many deserving clusters the ones not

chosen will be less descriptive.
In this paper we will:

1. define and discuss the phenomenon of bridge-

nodes,

2. introduce some new metrics helpful in examining
the effect of bridge-nodes on existing clustering
algorithms, and

3. present a new algorithm that specifically address

the problems inherent with bridge-nodes.

The remainder of the paper is organized as follows.
In Section 2 we define the concept of bridge-nodes.
Section 3 examines the effect of bridge-nodes on

existing clustering algorithms, while Section 4ddie

groundwork for a new algorithm. Section 5 discusses

our proposed algorithm and Section 6 shows thdtsesu

of our experiments. A summary of the related wark i

given in Section 7. Section 8 concludes with a
discussion of future work.

2. Preliminaries
This section presents our graphical representation
data and introduces the concept of bridge-node.

2.1 Graph Representation

Let G = {V, E} be a graph, wheré/ is the set of
vertices (nodes) anf is the set of edges. Note that all
of the graphs discussed in this paper are assumee t
undirected. A data set can be transformed intapiy
representation, where the vertices correspond jectsh

and the edges correspond to relationships among

objects. The edges can have weights to reprekent t
similarity (distance) between two data objects.

A weighted graph can be transformed into an
unweighted graph — based on thresholds or conttrain

(b)
Transition from weights to

Figure 2:
constraints

are can-link edges and are represented by no line
between the nodes.

EXAMPLE 1. Figure 2(a) shows an example of a
weighted graph. The graph on the right is transfedm
from the graph on the left by using an upper thodgh

of 8 and a lower threshold of 2. The solid lines the
must-links (above 8) and the dotted line is a c&nno
link (below 2). The diagonal edges that were resov
are can-links. Nodes connected by a must-link shoul
be clustered together while the ones connected by a
cannot-link must not be clustered together.

2.2 Bridge-path and Bridge-node

A bridge-path is a simple path of ML edges between
two terminal nodes that are connected by a CL edge.
Figure 3(a) shows an example of a bridge-path betwe
two terminal nodesvand \;, while Figure 3(b) shows
another bridge-path connecting the terminal nodes v
and .

Vi

(a)
Figure 3: Bridge-node and Bridge-path

(b)

All intermediate (non-terminal) nodes located

imposed by users. The example below demonstratesalong the bridge-path can be considered as bridge-
the transformation process using thresholds. @urin nodes. For example; is a bridge-node for the bridge-
the transformation, edges whose weights are abdeve t path shown in Figure 3(a). The nodesand v along
upper threshold are converted into must-link or ML the bridge-path in Figure 3(b) are also consid¢oeae
edges (solid lines); those below the lower threslaoe bridge-nodes. In general, a node might be considare
transformed into cannot-link or CL edges (dotted bridge-node with respect to given CL edge but anon
lines). The weights that fall between the two shids bridge-node with respect to another CL edge.



3. Effect of Bridge-Nodes on Clustering

We will now use our definition of bridge-node tolfhe
us evaluate some typical clustering algorithms.
Assume that we have a data set from which we ceeate
transformed grapl® = (V, E), whereE = ML E CL.
LetC:V {1, 2, ...,k be a clustering function that
maps each node | V into a positive integer that
represents the cluster id. To measure the effewae
of an algorithm in terms of handling bridge-nodes,
first introduce the following terminology.

DEFINITION 1 [Incomplete Eddge An edge (u,v) E
is incomplete if (u,vj ML and C(u)? C(v).

DEFINITION 2 [Impure Edgg An edge (u,vy E is
impure if (u,v)/ CL and C(u) = C(v).

3.1 Metrics for Evaluating Effects of Bridge-
Nodes

incomplete edge. In either case either the impumit
the incompleteness will increase.

In Section 3.2, we perform experiments using
standard clustering algorithms to show a tradehoff
cluster quality regarding incompleteness and intpuri
Algorithms that do well grouping highly similar nesl
together will probably fair poorly in keeping low-
similarity nodes separate and vice versa. Somedoay
mediocre at both but we would not expect any to do
well at both.

3.2 Evaluating Clusters Produced By Current
Algorithms

To evaluate the effectiveness of existing algorghwe
compiled a database of news stories downloaded from
the Daily Mirror newspaper using the Infotrac
database. For the results presented below wectadra
news articles about terror from July 2001 throughel
of 2003. A total of 6,303 stories were used.
addition to this data set, we also tested the dhgos
on the Reuters-21578 and the 20 Newsgroups data set

In

Our concern in this paper is bridge-nodes and thepoth available at the UCI KDD archive. For the
effects that they have on the clustering process.newsgroups data we used the alt.atheism newsgroup

Bridge-nodes either bring together two dissimilades

or place two highly similar nodes in different ders.
We introduce the following two metrics to measure
these effects.

DEFINITION 3 [Incompletenedsincompleteness is a
cluster evaluation metric that measures the rafio o
incomplete edges to the total number of ML edges.

DEFINITION 4 [Impurity]: Impurity is a cluster

rather than the entire set in order to get a more
homogenous data set. Homogenous data sets are
generally more difficult to cluster since they bav
more similarities than differences.

For each of the data sets we extracted a subset of
500 words. First we stemmed the words and then
eliminated the common words. For the terror data s
we used a database of non-terror news stories to
identify the common words. We extracted the 500
words that occur most frequently in the terror is®r

evaluation metric that measures the ratio of impure pyt not in the non-terror ones. For the other dats

edges to the total number of CL edges.

In a simplistic data set where we have k well-
separated groups of objects and we want k clusters,
would expect to find a clustering with zero
incompleteness and zero impurity.
though, have boundaries that are not so well define

Davidson and Ravi [6] have recently shown that
determining whether a data set with CL constrdiais
a feasible solution is an intractable problem. &ni
upon their work, the metrics that we developed
explicitly measure the amount of ML and CL consttai
violations in the clustering produced by an aldorit

In Figure 3(b), we see that if and ¥ cause yand

we simply took the top 500 most frequent, non-
common words. We then build a similarity matriath
contains the number of times a pair of words o@zurr
together within the same document.

Our experiments were performed using k-means and

Most data sets,ihree agglomerative hierarchical clustering aldonis

(complete-link, single-link and group-average) [10]
The number of clusters was varied from 20 to 508. T
identify the ML and CL edges, we used thresholds
based on the top 1% and the bottom 1% of the
similarity values.

While it is possible to define the ML and CL edges
based on other criteria beside the similarity measu
(e.g., using domain knowledge), the algorithms

V7 to be in the same cluster the number of impur@edg  onsidered in this section (k-means and hierarthica
increases by one. On the other hand if the CL link ¢iystering) do not utilize the information about Mbd

between y and v leads to breaking the nodes into two

CL edges when clustering the data. Instead thgyorel

clusters then whichever ML edge is broken becomes a g gimilarity or distance measure to determine which

data points should be grouped together. Unlesiithe



and CL edges are consistent with the similarity or similarity between two clusters based on the shityia
distance measure, we might not be able to draw anyof the two closest data points that are in differen
definitive conclusions about the effectiveness of clusters. As a result, it tends to place all thdesothat
different clustering algorithms. This explains the participate in a bridge-path into the same cluster
rationale behind our approach for defining the Mida  including the endpoints that participate in the &lys
CL edges in this section. It is not necessary tinde  increasing its impurity score. k-Means also creates
the ML and CL edges this way, though, for clustgrin impure clusters but not as many as single-linkis T&
algorithms that work directly with the ML and CL because as the number of clusters gets smalley it i
edges, such as the ones described in Section 5. more likely to place an entire bridge-path inclgdthe
Our intention here is to show the tradeoff between endpoints in the same cluster. In contrast, comple
the impurity and incompleteness metrics for différe link and group-average still produce pure cluseamsn
clustering algorithms when bridge-nodes are preisent at 20 clusters. Complete-link determines the shityla
the data. Figure 4 shows the results for the newggr  between two clusters based on the similarity betwee
data. When the number of clusters is large the :iode the two furthest data points, whereas group-average
that participate in CL edges can be easily sepaiate uses the average similarities of all pairs of pindm
different clusters so all the algorithms have low different clusters. Both approaches are therefess |
impurity. As the number of clusters decreases vee se likely to create impure CL edges than single-link.
that the impurity score for single-link increases Figure 4 also shows that with high numbers of
markedly. This is because single-link computes the clusters all of the algorithms produce clusterdiigh
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incompleteness scores. Again this was not uneggect impure. This suggests a trade-off between the two
because with only 1 or 2 nodes per cluster marthef  evaluation metrics. The results for the other data in
highly similar nodes that participate in the ML edg Figures 5 and 6 agree with our observations for the
would not be found in the same cluster. As thelmem  newsgroup data. The only other observation we can
of clusters decreases, complete-link and groupaaxer make besides the trade-off is that k-Means does not
have considerably worse incompleteness scores thamerform as well as the others — that is it perfowosse
single-link because they tend to break the bridaglsgp  than at least one other algorithm in both measuaras
that are present in the data. For example, usingthree data sets. Finally note that while therestexi
complete-link the following word pairs that should algorithms that explicity deal with constraints
have been clustered together were not (even when th[2,4,6,7], even these algorithms will need to viela
ML threshold was raised from top 1% to top 0.2%): some constraints in order to form clusters. Theeefo
(afghan, taliban), (blair, minister), (iraq, warnd there will still be a tradeoff between impurity and
(laden, saudi). All of these pairs participate inrilge- incompleteness scores among these algorithms.
path triangle (Figure 3a). For example, minisemi
bridge-node between blair and sharon.

For the most part algorithms that had relativelyepu

clusters also had high incompleteness scores, while,, this section we explore how we can reduce the il
those that had relatively complete clusters tenhéo  offects of bridge-nodes by node cloning to produce

overlapping clusters.

4. Methodology for Handling Bridge-Nodes

Impurity for Terror

4.1 Cloning
0.8 Consider a grapls = (V, E) where each node 1 V
06 /,' has a unique [dent[f!er. For example, in figure) #a
P Vo, V3, are the identifiers. Le®’ = (V', E) be a cloned
% 0.4 g -7 graph ofG whereV' E V and the identifiers assigned to
02 ! the nodes iV’ may not be unique.
() DL - U — DEFINITION 5 [Cloned Nodg A node u/ V' is a
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Figure 6: Impurity and Incompleteness for
Terror news data.

cloned node if$ v / V' such that u and v have the
same identifiers and év.

DEFINITION 6 [Cloned Sdt A cloned set for node w,

S(w), is defined as the set of all nodes (includig
with the same identifier as w.

“OVN / /‘\11‘\&

L Vo / V3

®)

Figure 7: Node cloning

Cloning nodes, that is, creating multiple copiesof
node will be helpful for reducing impurity and
incompleteness. A simple example helps to illustrat
Given three nodes;vv, and \ (Figure 7), where there
is a ML between yvand y and between;vand y but a
CL between yand v is there any way to put them into
2 clusters without raising the impurity or



incompleteness? In the example above if we cameclo DEFINITION 7 [Additional Nodek Let G'=(V',E) be
node v so that we create a cluster withand v and a cloned graph of G=(V,E). The number of additional
another with y and y our clusters would be pure nodes created by cloning is |S(w)|-1 for all AvV
because yand \ does not belong to the same cluster. where S(w) is the cloned set of win V.

Our definition of impurity can remain intact.

Our old definition of incompleteness, though, no DEFINITION 8 [Overlap]: The overlap measure is
longer applies. Because the vertgxrvthe first cluster  defined as the ratio of additional nodes to thealtot
is linked to v in the same cluster, the cloned vertgx v number of nodes in the cloned graph.
in the second cluster is not placed in the samsedas
v,. We argue that the incompleteness score for thisNote that this measure is zero when there is noawe
situation is zero because the ML constraint isl stii and approaches but never reaches one when there is

preserved in one of the clusters. excessive overlap.
When cloning is allowed, we need to redefine an
incomplete edge as follows: 4.3 Measuring Effectiveness of Handling

Bridge-Nodes

DEFINITION 1B [Incomplete Edge An edge (u,vf Consider again the diagram shown in Figure 7(a). We

E is incomplete if (u,vj ML, "y / S(u) ,”"w / S(v): have three rational choices:

C(y) * C(w), where S(v) and S(u) are the cloned sets 1. we can cluster yvand  together or yand

for u and v respectively. together and put the other node in a separate
cluster,

To support this definition we give the following 2. we can cluster all three node together, or
intuitive example. Suppose,w;, and  in Figure 7 3. we can clone yand put it in two clusters one
correspond to the words union, soviet, credit, with v, and the other withayv
respectively. Assume also that (soviet, union) and
(credit, union) are both ML edges and (soviet, ityésl Depending on which choice was selected we

a CL edge, which means that union is a bridge-n@de.  would add one to either the number of (1) incongplet
reasonable clustering will have soviet and union edges, (2) impure edges, or (3) additional (cloned)
together in the same cluster and credit and unionpgdes. While the trade-off among the choices may
together in another cluster. This means that everyseem the same, we argue that having an extra clone
cluster that contains soviet must also contain rutiot node is still much better than having an incomptete

not the other way around — that union can belong tojmpure edge since the clone node provides us with a
some clusters that do not contain soviet. In teoS petter interpretation of the clusters (unless thetver
Figure 7, v must appear in every cluster that contains of clone nodes is too large). This argument holdy o

v, and every cluster that containgbut v, and ¢ do  if we do not make mistakes such as cloning irrgieva
not have to belong to every cluster that contains vV npodes that are not part of a bridge-path.
(since \ is the cloned node). A clustering algorithm that handles bridge-nodes

The above definition suggests that if a node de¢s n - should minimize the following objective function:
have a clone, it must belong to the same clustethes

nodes that have a ML relationship to it. If the edths Q=1 1|Eincompletd * I 2lEimpurd + 1 3[Vadditional

a clone, then it must appear at least once in steariu

with every node with which it has a ML relationship where |1, |, and |5 are the cost of having an
incomplete edge, an impure edge or an additiond¢no

4.2 Measure of Overlap Based on our argument above the cost values are

With cloning nodes, there is a danger of cloning to 5gsigned in such a way thiag >> 15 andl, >> | 5.

much. Considering the bridge-node in Figure 7 it is Therefore in this paper we focus only on algorithms

are cloned as well we could end up with clustetf Wi jncompleteness, and minimal amount of overlap.
many overlapping nodes which would be disastrous. peveloping an algorithm that minimizes the objeetiv
So we could use another measure to help us de®rminfynction for other costs is a subject for futurerkvo
whether the overlap is acceptable. With the overlap

measure we are only concerned with nodes that appeay 4 Selecting Bridge Nodes for Cloning

in more than one cluster. Finding the minimum number of bridge nodes to clone
is not a trivial task. For the simple graph showin i
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Figure 8: Selecting the nodes to clone
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Figure 7(a), it is clear that the bridge nodemust be
cloned to minimize the objective function. However
when there are multiple bridge nodes or bridge gath
available, the situation becomes more complicated.

Consider the diagram shown in Figure 8(a). In this
case, there are two bridge paths between the nades
and . It is sufficient to clone one of the nodes,or
Vs to produce two clusters with zero impurity, zero
incompleteness, and minimal amount of overlap.
However, for the diagram shown in Figure 8(b), one
has to clone at least two nodes to ensure that th
impurity measure of the resulting clustering isazer

It is also tempting to estimate the minimum
number of nodes to clone as the sum of bridge-path

for each CL pair but some paths may have common

nodes. Looking at Figure 9 we see that there &tk 3
links, GH, IJ and KL. Under the naive assumption

above that would mean we would have to clone 3

nodes. We can tell though, by looking at the figtivat

by cloning nodes D and B we could have 3 clusters

{G,AB,l}, {B,C,H,D,E,F,L}, and {J,D,K} with zero
impurity, zero incompleteness, and two additional

H

Figure 9: Graph with multiple CL edges.

e

S

nodes.

Therefore selecting the appropriate bridge nodes to
clone is not a trivial problem. We refer to thiiplem
as the node cloning problem. Theorem 1 shows that
finding the minimum number of nodes to clone is an
NP-Complete problem.

HITTING SET [9]

Instance: Collection C of subsets of a finite set S,
positive integer K |S].

Question: Is there a subsetiSS with |S’| K such that
S’ contains at least one element from each sulf<&? o

THEOREM 1. Within a graph G formed by ML and
CL edges, finding the minimum number of nodes to
clone so that there are no ML paths connecting any
two nodes in a CL link is NP-Complete.

PROOF: It can be easily seen that given a non-
deterministic algorithm that found potential sobrts
we could validate the solutions in polynomial timso

the problem is in NP. To prove that it is NP-Coatel
we will reduce HITTING SET to the node cloning
problem. Given an instance (C,S,K) of HITTING SET
we will transform it into a graph G in the follovwgn
way. For each subsef € we create an ML path in G
using the elements in ¢ as the nodes along the. path
Each ML path is then converted into a bridge-pagh b
adding two terminal nodes at both ends of the Mthpa
with a CL link between them. Finding a humber <= K
of nodes that when cloned (cut) will separate Mthpa
between each CL pair in G is equivalent to findarg

S' that contains at least one element from eaclsetub
of C. Note that the reduction from HITTING SET can
be done in polynomial time. From the reductionsit i
clear that finding the minimum number of nodes to
clone is at least as hard as HITTING SET.

As an example of the transformation in the proof,
the collection C={ {A,B,C}, {B,C,D}, {D,E,F} } can
be transformed into the graph in Figure 9.

5. Toward a New Algorithm

In this section we examine several node cloning
strategies to handle the clustering with bridgeenod
problem.

5.1 NAIVE

First we consider a naive approach where every izode
cloned for each edge attached to it. The resdvésy

ML constraint defines a 2-node cluster and any node
not in a ML relationship is in a singleton cluster.



Table 1: MIN-CUT Algorithm

Input:  Graph G = (V, ML, CL)
Output: Set of clusters, C

1Y ={}

2.for each(u,v)T CL

3. p=mincut(u, v);

4, Y=YEp;

5.end

6.C={}

7.while ML is not empty

8. Select an edge (ujv)ML

9. D={u D'={;

10. foreach(x,y)T ML where (xI D andyl D)

11. it xxy)1 Y

12. D’ = DE {y};

13. Remove (x,y) and (y,x) from ML

14. else if (y, )1 Y

15. Remove (y,x) from ML

16. else

17. addyto D

18. Remove (x,y) and (y,x) from ML

19. end

20. end

2. D=DED

22. Remove all edges (x,y) and (y,xML where x
T Dandyl D.

23. C=CED;

24.end

u and v are the edges which, when removed, separate
the graph so that u and v are in different subfggapA
min-cut is a cut using the minimum number of edges.

Our MIN-CUT algorithm attempts to minimize the
number of clonings by finding the min-cut vertides
each pair of CL nodes and then cloning those \estic
We used the Ford-Fulkerson [6] algorithm to fine th
min-cut for each pair of CL edges. Since the albor
returns min-cut edges, we have to choose one of the
two nodes in each min-cut edge for cloning.

Figure 10 shows an example of a graph with ML
and CL edges. A min-cut for the CL edge Y could be
edges A, | and D, while the min-cut for the CL edge
would need to be either L or N. For the min-cutestig
we may either clone node 5 or node 10 because they
are both part of the bridge-nodes for Y. On theepth
hand, for the min-cut edges A, D, and L (or N), we
need to be careful about choosing which node toeclo
because one of the two vertices in the min-cut a@slge
part of the CL edge. In this example, the min-cut
vertices 0, 1, and 7 (or 9) should not be clonezhbse
they are not bridge-nodes (see the discussiondtidde
4.1).

Table 1 summarizes the overall structure of the
MIN-CUT algorithm. The algorithm consists of 2
stages: (1) clone identification stage (Steps 2aby
(2) cluster generation stage (Steps 7-24). Theeclon
identification stage determines the set of edygdkat
form the min-cut between the pair of nodes, (u, v),
associated with a given CL edge. For each min-cut

Although this approach guarantees incompleteness an edge, (x,y)I p, the second node y will be cloned

impurity of zero it may result in an extremely larg
number of clusters. For example, consider a 50@Iwo
clustering where we use the top 5% of the linkstffigr
must-link threshold. This would be approximately

during the cluster generation stage. At the en&tep
5, the set of nodes to be cloned (with respect to a
particular edge) is stored .

For this algorithm to work we need to ensure that

6,275 ML constraints, which means there would be atfor an edge ¥ we will clone only one of the nodes

least that many initial clusters. We may consigsng

an agglomerative clustering step to merge some of

these initial clusters as long as no CL constradmes
violated. During the agglomerative step, we wilbjlr
extra copies of clones in merged clusters. Degpée
merging of clusters, the resulting clusters may Isé
poor due to the over use of clones.

5.2 MIN-CUT
Our goal is to find an algorithm that uses clontog
keep the ML nodes in the same cluster and septrate
CL nodes into different clusters. Another way doK
at the problem is that we need to ensure therenare
paths from any node in a CL link to the other node
that link.

Before describing our algorithm we first describe a
min-cut. In a graph G=(V,E), a cut between twoe®d

(the second one). To do this we allow CL to contai

O

Figure 1 0: Finding the Min-Cut



undirected edges but ML must contain directed edges (x,y) is also inY but the other edge (y,x) remains. "f
For each must link edge that connects nodes x avel y  contains (x,y) it cannot contain (y,x) so that whke
will place both (x,y) and (y,x) in ML. Y will also ML edge (y,x) is processed both y and x will beeadd
contain directed edges but only one edge for eagh p to that cluster.
— either (x,y) or (y,x) — depending on which noded
be cloned.
The cluster generation stage forms an initial elust
D from a pair of nodes (u,v) associated with on¢hef
must-links. The algorithm then grows the clusteby
examining all the must-links involving one of thedes
that belong to the current cluster (Steps 10-20)e®
an edge (x,yJ ML, there are several possibilites to 0 i n and (x %:1)/ ML for 0 i<n. For any on the
consider: paths, the mincut step would ensure that faxf one
1. Both x and y do not belong to D. In this case, the of the edges (X %.1) or (X.1,%,) would be inY.
edge (x,y) is ignored. _ Without loss of generality lets assume that ¥x1)
2. Both x and y belong to D. In this case, the edge jy . This would make the condition in step 11 true so
(x,y) is removed in Step 22. that x., is added to D’. Since.x is not added to D

3. Node x belongs to D but not node y and (¥). within the loop, it is impossible for.x to be added to
Then y is a cloned node to be added to the clusterp or D’ which is a contradiction.

that contains x. Therefore, y is added to the elust
D. We do not append D’ to D until the entire e jllustrate the algorithm with the following expte.
search is exhausted so that neighbors of the cloned
node y are not added to the cluster. . EXAMPLE 2: Consider the graph shown in Figure 10.
4. Node x belongs to D but not node y and (Y)k). There are 12 vertices, 15 ML edges, and 2 CL eifges
Such an edge is ignored when processing node xthe graph. During the clone identification stagbg t
Both x and y will be included when we process the following edges are identified as min-cut edges:
ML link (y,x). ) Y ={(0,4,A), (5,10,1), (1,11,D), (7,6,L)};
5. Node x belongs to D but not node y and (X)) Suppose the ML edges are sorted in lexicographic
and (y,x)lY , theny is added to the current cluster order. During the cluster generation stage, suppose
D without worrying about violating any CL (0,4), is the first ML edge selected. Thereforasigr
constraint. D = {0} and D'={} (at Step 9). The algorithm then
iteratively adds node 4 to D’, nodes 2, 11, 3 artd B
When faced with several equally suitable nodes to and then 10 to D’. The first cluster is {0,2,3,4®,11}.
clone the algorithm choose one somewhat randomly.Links F and G are removed after the loop. Next the
Improvements could be made to break the paths in aalgorithm selects the edge (1,11) to create a new
way that provides more cohesive clusters but our cluster. The cluster sets D and D’ are initialized{1}

THEOREM 5. All nodes in every CL will be placed in
separate clusters

PROOF( by contradiction)Assume there is an edge
(%, %)/ CL such that ¢/ D and %/ D then there must
be at least one pathyX,... % such that ¥ D for

concern is optimizing the clustering for impurity,
incompleteness and overlap.

PROOF OF CORRECTNESS:

and {}, respectively. The algorithm then iteratyve
adds nodes 11, 10, 8, 6, 4 and 9 to D, so thahthe
cluster found is {1,4,6,8,9 and 11}. The only remaj
edge is L, so the last cluster found by the alanitis

Theorem 4 proves that the algorithm puts every ML {6,7}.

pair of nodes in at least one cluster togethertlisd

incompleteness = 0) and theorem 5 proves that no CL5 3 Bounds for number of clusters

pair is ever clustered together (so that impurif)) =

THEOREM 4.All nodes in every ML will be clustered
together at least once.

The number of initial clusters for both the NAIVEdh
the MINCUT algorithm are bounded by the number of
ML and CL edges. The NAIVE algorithm will create
IML| + (n-|cloned nodes|) initial clusters with a
maximum cluster size of 2. ML is controlled by the

PROOF: Every iteration of the loop that starts at step ypper threshold. If the upper threshold is setelow
7 assigns nodes to a new cluster D. Within th@ 100 than any link then essentially all of the links anast-
the edges (x,y) and (y,x) are removed from ML only |ink and ML=n*(n-1)/2. During the agglomerationeth
when both x and y are in the same cluster (eitherD  nhymber of clusters will monotonically decrease to 1
D). A single edge (x,y) can be removed from ML if while the cluster sizes will increase to n.



The number of clusters in MINCUT is more average. Note that the number of clusters founthby

difficult to predict but will never get larger than In

MIN-CUT algorithm depends only on the ML and CL

the extreme case where both the upper and loweredges present in the graph. This is somewhat differ

thresholds are lower than the lowest link the atgor
will produce n singleton clusters. When they anéhb
above the highest link it will produce one clustér

size n.

6. Experimental Evaluation

The overlapping clustering algorithms that we wekt
here should both be able to return clusters that ar
complete and pure. Of concern though is the number

of clones that are generated by the two methods.

We compared the MIN-CUT and NAIVE
algorithms to the agglomerative, hierarchica
algorithms using complete-link, single-link and gpo

| Impurity | Incomplete | Overlap

threshold of .5%, 6 clusters

Complete 0.016467 0.128411 0
Single 0.865269 0 0
Average 0.140719 0.727127 0
NAIVE 0 0| 0.753231
MINCUT 0 0 | 0.015842
threshold of 1%, 17 clusters

Complete 0 0.359262 0
Single 0.779433 0 0
Average 0 0.809944 0
NAIVE 0 0 | 0.880859
MINCUT 0 0| 0.06705
threshold of 1.5%, 28 clusters

Complete 0 0.451337 0
Single 0.735013 0 0
Average 0.02563 0.863102 0
NAIVE 0 0 | 0.928768
MINCUT 0 0 | 0.108856
threshold of 2%, 42 clusters

Complete 0 0.502408 0
Single 0.656777 0 0
Average 0.000733 0.897673 0
NAIVE 0 0 | 0.953023
MINCUT 0 0] 0.164336

Table 2: Metrics for 5 algorithms at various
thresholds and number of clusters.

than standard clustering algorithms such as k-me&ans
which the users have to specify the number of etgst
they desire.
For our experiments we identified the ML and CL
edges using the thresholds of .5, 1, 1.5 and Z2péeaf
the total links. This means that for the .5% tipper
threshold was set to include the top .5% of th&slin
and the lower threshold was set to include theobwtt
.5%. Once we established the number of clusters
obtained by MIN-CUT we ran the other algorithms for
that specific number of clusters.
Table 2 summarizes the results of our experiment
| for the terror data set. The number of clustessdoby
the MIN-CUT algorithm (when the threshold is varied
from 0.5% to 2%) ranges from 6 to 42 clusters. The
results for agglomerative hierarchical clusteringgea
with the analysis given in Section 3.2. Complet«li
produces clusters with low impurity and zero overla
but may break some of the ML edges present in the
original graph. In contrast, single-link has zero
incompleteness and overlap scores, but it can peodu
impure clusters especially when the number of ehgst
is small.

As expected, the NAIVE and MIN-CUT algorithms
produce clusters with zero impurity and incompletan
scores. These algorithms are therefore more efteti
terms of handling bridge-nodes due to ML and CL
constraints. Furthermore, the MIN-CUT algorithm
produces far fewer clones than the NAIVE method.
The number of clones also decreases with decreasing
number of clusters.

7. Related Work

Overlapping clustering methods are not new. Stliepar
and Arabie[13] introduced Adclus in 1979. Their
algorithm is based on grouping objects togethet tha
have common properties where an object can betong t
more than one cluster. The concept of bridge-nigles
not really addressed by this algorithm since twjzcis
having properties in common with a third object intig
get grouped together in spite of dissimilaritieghwi
each other.

Fuzzy clustering[3] creates overlapping clusters
using the concept that every node belongs to every
cluster with a certain weight (the weight for eaxide
must sum to one). Because every node is in every
cluster bridge-nodes are treated the same as non-
bridge-nodes.
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