






denote by E(X) the set of tasks not in X all whose
parents are in X; tasks in this set are called eligible when
tasks X have been executed (any non-executed source
is eligible). A chain is a sequence of tasks u1, . . . , uk

such that (ui → ui+1) is in AG , for 1 ≤ i < k. A set
of chains is said to cover the dag if every task of the
dag is a task in at least one of the chains (chains may
“overlap”). An antichain is a set of tasks such that no
two are “comparable” i.e., for any two distinct tasks u
and v from the set, there is no chain from u to v nor from
v to u. The largest cardinality of an antichain is called
width of the dag. A famous Dilworth’s Theorem [8]
states that dag width is equal to the minimum number
of chains that cover the dag.

The execution of tasks is modeled by the following
game. There are n workers identified with elements of
[n]. Let X be a set of tasks that satisfies precedence
constraints. The game starts with Y = X, and proceeds
in rounds. During a round, workers are assigned to
tasks in E(Y ) according to a regimen Σ. The regimen
specifies an assignment Σ(Y ) that maps each worker
to an element of the set E(Y ) ∪ {⊥} i.e., either to a
task that is eligible in this round, or to a distinguished
element ⊥. Note that the assignment is determined by
the set of tasks Y . The assignment enables directing
multiple workers to the same task, or to different tasks;
workers can also idle. Then each worker that was
assigned to a task attempts to execute the task. The
attempt of worker i assigned to task j succeeds with
probability 0 ≤ pi,j ≤ 1 independently of any other
attempts. We assume that there is at least one worker
that has non-zero probability of success, for any given
task. A task is executed in this round if, and only if, at
least one worker assigned to the task has succeeded. All
executed tasks are added to Y , and the game proceeds
to the next round. It could be the case that all attempts
have failed; then the set Y remains unchanged, and in
the next round worker assignment remains unchanged,
too. Notice that we are not assuming that each task
takes the same amount of time to execute. Rather,
we are assuming that each attempt to execute a task
takes the same amount of time. Since attempts by
different workers may fail with different probabilities, we
are modeling a geometric distribution of task durations.
Formally, a regimen Σ is a function Σ : 2NG → ([n] →
(NG ∪ {⊥})), such that for any subset Z of tasks that
satisfies precedence constraints, the value Σ(Z) is a
function from [n] to the set E(Z) ∪ {⊥}. The game
proceeds until a round when all sinks of G are in Y . We
say that the game ends in such round.

The quality of the game is determined by how
quickly the game ends. Specifically, the number of
rounds of the game, beyond the first round, until the

round when the game ends is called time to completion
of regimen Σ starting with tasks X already executed.
This time is a random variable. When X is empty
(i.e., the game starts with an empty set of executed
tasks), we call the time simply completion time. Our
goal is to find a regimen Σ� that minimizes the expected
completion time. We call this goal the Recomputation
and Overbooking allowed Probabilistic dAg Scheduling
Problem (ROPAS).

2.2 Algorithm This section outlines an algorithm,
called OPT (a pseudocode is given in Figure 2), that
solves ROPAS [22]. The algorithm finds an optimal
regimen using a dynamic programming approach.

We begin by constructing a topological sort
Y1, . . . , Ym of a certain dag A = (NA, AA) called admis-
sible evolution of execution for G. The dag is produced
inductively. Each node of A will be a subset of nodes
of G. We begin with a set NA = {∅}. For any node
X ∈ NA that does not contain all sinks of G, we calcu-
late the set of eligible tasks E(X) in G. We then take
all non-empty subsets D ⊆ E(X), add to NA a node
X ∪ D, if it is not already there, and add to AA an arc
(X,X ∪ D), if it is not already there. The dag A has a
single source ∅ and a single sink NG .

We process the topological sort in the reverse order,
while defining a regimen called Σ�. We initialize the
regimen arbitrarily. When we process a node X of A,
we define two values: a number TX and an assignment
Σ�(X). Specifically, we begin by setting TYm

to 0, and
Σ�(Ym) so that each worker is assigned to ⊥. Now let
1 ≤ h < m, and let us discuss how TYh

and Σ�(Yh)
are defined. Let D0, . . . , Dk be all the distinct subsets
of E(Yh), such that D0 = ∅. We consider all possible
|E(Yh)|n assignments of the n workers to the tasks of
E(Yh) (but not to ⊥). For any assignment, we calculate
the probability ai that Di is exactly the set of tasks
executed by workers in the assignment. Node Yh ∪ Di

has already been processed, for any i ≥ 1, and so TYh∪Di

is defined. If a1 + . . . + ak > 0, then we compute the
weighted sum 1/(a1 + . . . + ak) · (1 +

∑k
i=1 ai · TYh∪Di

).
We pick an assignment that minimizes the sum. We
set TYh

to the minimum, and Σ�(Yh) to the assignment
that achieves the minimum. Then we move back in the
topological sort to process another node, by decreasing
h. After the entire sort has been processed, the regimen
Σ� has been determined. This regimen minimizes the
expected completion time.

Theorem 2.1. ([22]) The algorithm OPT solves the
ROPAS Problem in polynomial time when width of G
is bounded by a constant and the number of workers is
also bounded by a constant.



Data structure: T is a dictionary that maps nodes of A to distinct floating point variables

OPT (t,G, n, (pi,j))
01 let Y1, . . . , Ym be a topological sort of A
02 TYm = 0
03 for h = m − 1 downto 1 do
04 min = ∞
05 for all assignments S of workers to E(Yh)
06 let I ⊆ E(Yh) be the assigned tasks
07 sum = 0

08 for all nonempty subsets D ⊆ I
09 let a = Pr [S executes exactly D]
10 sum = sum + a · TYh∪D

11 let b = Pr [ every assigned worker fails ]
12 if (1 + sum)/(1 − b) < min, then
13 min = (1 + sum)/(1 − b)
14 Σ�(Yh) = S
15 TYh

= min

Figure 2: An algorithm for constructing an optimal regimen Σ�, for a dag G describing dependencies among t
tasks, and n workers such that worker i executes task j successfully with probability pi,j .

Theorem 2.2. ([22]) The ROPAS Problem is inap-
proximable to within less than 5/4 factor, unless P=NP.
When restricted to the dag with two independent tasks
(where the number of workers may grow), the problem is
NP-hard. The problem is also NP-hard when restricted
to two workers (where the dag width may grow).

2.3 Hashing We summarize relevant background on
hash functions. Given two sets A and B, a family of
hash functions (transformations) from A to B is called
c-universal [3, 27], if for any distinct x, y ∈ A, at most a
c/ |B| fraction of the hash functions map x and y to the
same element of B. If a family is 1-universal, it is called
universal. We will use three families of hash functions.
Any hash function from the first two families maps any
subset of [t] to an integer. The families differ by the
range of their hash functions. Let r, s ≥ 1 be fixed
integers. Hash functions are indexed by vectors v of
length t with coordinates from V = {0, . . . , r · s − 1}.
For the first family F , each hash function fv maps
any subset to an element of V = {0, . . . , r · s − 1}
as prescribed by fv(Y ) =

(∑
i∈Y vi mod r · s). For

the second family F ′, each hash function f ′
v maps

any subset to an element of V ′ = {0, . . . , s − 1} as
prescribed by f ′

v(Y ) =
(∑

i∈Y vi mod s
)
. Note that

f ′
v(Y ) = (fv(Y ) mod s). The third family F ′′ consists

of hash functions that map integers to integers. Let
p be a prime number at least r · s, and 1 ≤ b ≤ p.
Hash functions from F ′′ are indexed by numbers g
from {0, . . . , p − 1}. A hash function f ′′

g maps elements
of V to elements of {0, . . . , b − 1} and is defined as
f ′′

g (x) = ((g · x mod p) mod b).

Theorem 2.3. ([3]) The families F and F ′ are uni-
versal and the family F ′′ is 2-universal.

Theorem 2.4. ([13]) Fix a c-universal family of hash
functions from A to B, such that B has cardinality at
least d ·m2, and fix a subset of A of cardinality m. Then
at least a (1 − c/(2d)) fraction of the functions map the
elements of the subset to distinct elements of B.

Theorem 2.5. ([13]) Fix a universal family of hash
functions from A to B, and a subset of A of cardinality
at most |B|. For a given function, let ci be the number of
elements of the subset mapped by the function to i ∈ B.
Then at least half of the functions have the property that∑

i∈B c2
i ≤ 4 |B|.

3 Engineering the algorithm

This section presents several practical approaches that
we used to engineer an efficient implementation of the
algorithm OPT.

The first phase of the algorithm constructs a topo-
logical sort of A. One approach is to explicitly construct
A, and then use a linear time topological sort algorithm
(cf. [5]). However, A often has significantly more arcs
than nodes, which slows down the construction, and
may cause a memory overflow (thus necessitating an out
of core algorithm). We notice that a topological sort can
be obtained by listing subsets of executed tasks in the
order of cardinalities of the subsets. Hence there is no
need to explicitly represent arcs. When listing subsets,
we can produce duplicates, but these can be removed in
a space-efficient way with the help of a dynamic hash
table. We omit details of the construction from this
extended abstract.

The second phase processes the sort. The process-
ing typically takes significantly longer than the con-
struction of the sort, especially when the dag width or
the number of workers are large. This is due to the triple
nested loops in lines 03 to 15 and dictionary accesses in
the inner loop. We focus on keeping the number of it-
erations of the inner loop low, and also keeping low the
running time of the body of the inner loop. We outline
how we achieve our goal.

The number of iterations of the inner loop may
sometimes be reduced. By inspecting the pi,j , we can
determine which tasks must be executed and which
cannot be through S, and only consider the sets D that
do not contain such tasks.

The final improvement is to implement the body of



the inner loop well. Here the main cost appears to be
the dictionary lookup TYh∪D, where Yh ∪ D is a subset
of nodes of G. The lookups can be accomplished quickly
when we use a carefully crafted perfect hash table, so
that the lookup time is on the order of the cardinality
of D, rather than the cardinality of Yh ∪ D, the latter
of which may be quite large, while the former may be
fairly small.

We outline a design of a two-level perfect hash table.
We use the family F of hash functions to find a function
fv that maps the sets Y1, . . . , Ym to distinct numbers
from {0, . . . , rs − 1}—s is the smallest power of 2 that
is at least m, and r = 2s—and the family F ′ to find f ′

v

that maps the numbers to slots of total squares of sizes
linear in s. Theorems 2.5 and 2.4 ensure that we can
find a desired v. Note that the fact that s is a power of 2
and so is r simplifies the computation of (x mod s) and
also (x mod rs), since we merely need to take logical
“and” of x with appropriate masks. We construct the
second level hash table using the family F ′′. We pick
bi as the smallest power of 2 at least 2 · c2

i , and p as
the smallest prime at least bi, for any i, and at least rs.
By Theorem 2.4, we can select gi from {0, . . . , p − 1} to
obtain f ′′

gi
(x) = (gix mod bi) that distributes content

of the slot i into distinct slots of the second level hash
table.

The body of the inner loop is implemented as
follows. The hash function fv is linear in the sense
that for disjoint X and Y , fv(X ∪ Y ) is equal to
(fv(X) + fv(Y )) mod rs. We can use this fact to
reduce the amount of computation inside the loop.
Right before we begin executing the inner loop, we
compute fv(Yh). The loop now considers all subsets D
of I, except for the empty one. For a given subset D, the
value fv(D) is computed, then the value of fv(Yh∪D) is
computed using linearity, and from this the slot in the
first level hash table and then the slot in the second level
hash table are determined. We also need to compute
the probability a that a given D considered within the
body will be executed by S. This computation can be
accelerated using a scratch table that for any given task
j from I contains the probability 1 − qj that this task
will be executed, and another scratch table containing
the probability qj that this task will not be executed.

We observe that the probability a and the value
fv(Yh ∪ D) could be computed “incrementally” from
their values from the previous iteration, or the value
sum resulting from the loop of lines 08 to 10 in a
“bottom-up” manner. However, such approach may
lead to the accumulation of numerical errors or a more
complex control structure.

The algorithm was implemented in C++. The
source code contains over 5,000 lines (over 110KB).

A discussion of performance improvements due to our
algorithm engineering approaches has been omitted
from this extended abstract.

4 Scalability experiments

A user of the implementation may want to judge which
instances can be quickly solved. This section develops
one judgment method. The method is based on three
very simple parameters of the instance: dag width, the
number of workers, and the number of tasks. We say
that the implementation succeeds on an instance, when
the implementation running on a specific dedicated
computer can construct an optimal regimen for the
instance quickly enough. We explore the landscape of
the parameters and estimate where chances of success
are high and where they are low, thus outlining the
limits of scalability of the implementation.

The implementation has exponential running time,
and so one could claim that it cannot tackle large prob-
lem instances quickly enough. We show here, however,
that a response to this claim is subtle. Our imple-
mentation can actually succeed on problem instances
with hundreds of tasks, provided that dag width and
the number of workers are small; and can succeed on
medium size dags with larger width but small number
of workers, or with larger number of workers but small
width. Note that it is possible that instances with such
parameters have occurred or will occur in practice, for
example in project management for small businesses.
We could, then, claim that our implementation has the
potential of being practical.

4.1 Experimental setup We overview our judg-
ment approach. Let us fix parameters w, n and t. Cer-
tain dags of width w on t tasks may be more typical than
others in practice, and so assume that we have a proba-
bility distribution of dags with the parameters. The re-
source consumption of the implementation does not de-
pend much on the pi,j , so we assume that pi,j = 1/2 for
every instance. In this setting, we can find the probabil-
ity that the implementation running on a randomly se-
lected instance will produce an optimal regimen within a
given bound on space and time. We say that our imple-
mentation scales within the landscape of triples (w, t, n)
where the probability is high. We next discuss details
of the approach.

Pseudorandom dags are generated by picking a
chain of length t and breaking it in w−1 pseudorandom
places to obtain w chains. We selected this probability
distribution on dags because it is conservative in our
setting (see [2] for other distributions). Indeed, for dags
occurring in practice (e.g., the AIRSN family [32]) when
the width of a dag is w, then the dag can usually be



covered by w chains that overlap. However, our process
produces dags with disjoint chains. When chains are
disjoint, the graph of admissible evolution of execution
tends to have more nodes, and each node X usually has
the property that E(X) has about as many tasks as
the width of the dag. As a result, the space and time
consumption of the implementation should be larger
on dags generated through our process compared to
practical dags. Hence our estimate of the limits of
scalability of the implementation is conservative.

We define the success probability of our implemen-
tation. Let pw,n,t be the probability that an instance
with parameters w, n and t generated through our pro-
cess can be computed by our implementation within 120
seconds on our dedicated hardware platform Dell Opti-
plex GX280 with a 3.4GHz Intel Pentium 4 processor
and 4GB of memory and virtual memory disabled, run-
ning Windows XP Professional. We compiled the im-
plementation in Visual Studio .NET environment in a
release configuration with default optimizations. Our
choice of the definition seems to capture the notion of
efficiency well given the current state of technology. It
may be interesting to define efficiency in a platform-
independent manner for the sake of subsequent compar-
isons with other implementations and algorithms. How-
ever, it is also quite important to demonstrate how quick
an implementation is on a real hardware and software
platform. Hence we focus on our definition.

Our goal is to estimate where the probability is
high within the landscape of triples and where it is low.
We consider all pairs of w and n with the parameters
ranging from 2 to 29. For a fixed pair, we try to find
the largest tlb for which pw,n,t is large, and the smallest
tub for which pw,n,t is small. Clearly the probability is
monotonically decreasing with t. Therefore, the interval
[tlb, tub] intuitively denotes the values of the number of
tasks where a transition occurs i.e., the implementation
becomes inefficient.

The search for tub and tlb is carried out experimen-
tally as follows. We generate 9 pseudorandom instances
with parameters w, n and t. If the implementation suc-
ceeds on each, then with confidence at least 95% the
probability pw,n,t is at least 0.7. Indeed under the null
hypothesis that pw,n,t < 0.7, 9 Bernoulli trials succeed
with probability less than 0.79 < 0.05. Similarly, if 9
pseudorandomly selected instances fail, then with con-
fidence at least 95% pw,n,t is at most 0.3 (see [4] for
a discussion of hypothesis testing). The search begins
with t = w tasks, and uses expanding and then con-
tracting binary search to determine tub and tlb.

4.2 Results The results of the experiments are de-
picted in Figure 3. In the extreme cases, the implemen-

tation often succeeds when presented with a small and
slim dag of width 2 on 2 tasks but with as many as
28 workers, and also often succeeds with just 2 workers
but on a fairly wide dag of width 20 with 20 tasks. The
middle range is perhaps more interesting, because it is
there where we believe many practical instances will re-
side. Here success often occurs with fairly large graphs
on 351, 120, 45, and 21 tasks, as width and the number
of workers increase together from 3 to 6. Width of up to
4 also often admits success for quite large dags when the
number of workers is moderate, and when the number
of workers is up to 4, then again fairly large dags often
succeed with moderate width.
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