


disambiguation addressed in this paper is the problem
of record linkage. The importance of record linkage is
underscored by the large number of companies, such
as Trillium, Vality, FirstLogic, DataFlux, which have
developed (domain-specific) record linkage solutions.

Researchers have also explored domain-independent
techniques, e.g. [23, 12, 14, 5, 22]. Their work can
be viewed as addressing two challenges: (1) improving
similarity function, as in [6]; and (2) improving effi-
ciency of linkage, as in [7]. Typically two-level similarity
functions are employed to compare two records. First,
such a function computes attribute-level similarities by
comparing values in the same attributes of two records.
Next the function combines the attribute-level similar-
ity measures to compute the overall similarity of two
records. A recent trend has been to employ machine
learning techniques, e.g. SVM, to learn the best simi-
larity function for a given domain [6]. Many techniques
have been proposed to address the efficiency challenge
as well: e.g. using specialized indexes [7], sortings, etc.

Those domain-independent techniques deal only
with attributes. To the best of our knowledge, RelDC,
which was first publicly released in [15], is the first
domain-independent data cleaning framework which ex-
ploits relationships for cleaning. Recently, in parallel
to our work, other researchers have also proposed us-
ing relationships for cleaning. In [5] Ananthakrishna
et al. employ similarity of directly linked entities, for
the case of hierarchical relationships, to solve the record
de-duplication challenge. In [19] Lee et al. develop an
association-rules mining based method to disambiguate
references using similarity of the context attributes: the
proposed technique is still an FBS method, but [19] also
discusses concept hierarchies which are related to rela-
tionships. Getoor et al. in DKDM04 use similarity of
attributes of directly linked objects, like in [5], for the
purpose of object consolidation. However, the challenge
of applying that technique in practice on real-world
datasets was identified as future work in that paper. In
contrast to the above described techniques, RelDC uti-
lize the CAP principle to automatically discover and an-
alyze relationship chains, thereby establishing a frame-
work that employs systematic relationship analysis for
the purpose of cleaning.

7 Conclusion

In this paper we have shown that analysis of inter-
object relationships is important for data cleaning and
demonstrated one approach that utilizes relationships.
As future work we plan to apply similar techniques
to the problem of record linkage. This paper outlines
only the core of the RelDC approach, for more details
the interested reader is referred to [16]. Another
interesting follow-up work [18] addresses the challenge

of automatically adapting RelDC to datasets at hand
by learning how to weigh different connections directly
from the data. Solving this challenge, in general, not
only makes the approach to be a plug-and-play solution
but also can improve the accuracy as well as efficiency
of the approach as discussed in [18].
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