





3500

3000 9
R
E 2500 1
o
S
5 2000 [ 1
o
g
€ 1500 r R
()
j=2}
o
:>(> 1000 ~ 1
500 - 9

0
50000 100000 150000 200000 250000 300000 350000 400000 450000
Dataset size

Figure 15: Raw density blocks generated per pattern

The objective is to give an idea of how fragmented the
dense areas are before performing the coalescing step:
the higher the dispersion, the more motivated is the
coalescing step — although, in any case, it was shown
to be a quite inexpensive task. As shown in Figure
15, the average number of (dense) hyper-rectangles
generated for each pattern grows linearly with the
dataset size, and increases faster on lower dimensions.
In our experiments, such number of hyper-rectangles
varies approximatively from 500 to 3000, and therefore
is definitely too large for presenting the output to the
user without any postprocessing.

Finally, we evaluate the impact of the coalescing
procedure of the raw set of dense hyper-rectangles,
by measuring the ratio of rectangles that survive the
coalescing step. The smaller the ratio, the stronger the
simplification power. Figure 16 clearly summarizes the
results: the simplification power is very high on the
1-dimensional annotation spaces, but quickly shrinks
at higher dimensionalities, yet always remaining at
moderately good values — in our experiments, the
survival ratio never exceeded 1/7. Moreover, the larger
is the dataset, the stronger is the impact of coalescing.

6 Conclusions

In this paper we presented an efficient algorithm for
computing frequent ZA4S’s, based on the tight coupling
of a prefix-projection strategy with a dense annotation
discovery and pruning phase. Then, an experimental
section was provided, that described in detail its be-
havior w.r.t. different parameters settings and different
(synthetic) datasets.

The future work along this line of research includes
several aspects, among which we mention the following:
(i) validation on large, real datasets; (ii) low-level opti-
mization of the algorithm, including support for paral-
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Figure 16: Survival ratio of blocks after coalescing

lel computation; and (iii) extension of the paradigm to
other, non temporal-only, contexts, such as spatial and
spatio-temporal ones.
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