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Abstract
We consider the following problem, which is called the odd cycles
transversal problem.

Input: A graph G and an integer k.

Output : A vertex set X ∈ V (G) with |X| ≤ k such that
G−X is bipartite.

We present an O(mα(m, n)) time algorithm for this problem
for any fixed k, where n, m are the number of vertices and the
number of edges, respectively, and the function α(m, n) is the
inverse of the Ackermann function (see by Tarjan [38]).

This improves the time complexity of the algorithm by Reed,
Smith and Vetta [29] who gave an O(nm) time algorithm for
this problem. Our algorithm also implies the edge version of the
problem, i.e, there is an edge set X ′ ∈ E(G) such that G −X ′ is
bipartite.

Using this algorithm and the recent result in [16], we give an
O(mα(m, n) + n log n) algorithm for the following problem for
any fixed k:

Input: A graph G and an integer k.

Output : Determine whether or not there is a half-integral k
disjoint odd cycles packing, i.e, k odd cycles C1, . . . , Ck in G such
that each vertex is on at most two of these odd cycles.

This improves the time complexity of the algorithm by Reed,
Smith and Vetta [29] who gave an O(n3) time algorithm for this
problem.

We also give a much simpler and much shorter proof for the
following result by Reed [28].

The Erdős-Pósa property holds for the half-integral disjoint
odd cycles packing problem. I.e. either G has a half-integral k
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disjoint odd cycles packing or G has a vertex set X of order at most
f(k) such that G−X is bipartite for some function f of k.

Note that the Erdős-Pósa property does not hold for odd cycles
in general.

Key Words : Nearly linear time algorithm, half-integral
disjoint odd cycles packing, and Erdős-Pósa property.

1 Introduction
1.1 Background and Overview. Finding a minimum ver-
tex cover (or vertex transversal) for the set of odd cycles in a
given graph is a fundamental problem in both combinatorial
optimization and theoretical computer science. Determining
a minimum edge cover for the set of odd cycles is equivalent
to one of the most important NP-complete problem, called
the maximum cut problem. The vertex version also has di-
rect applications in combinatorial biology (see for example,
[30]). In the positive side, the maximum cut problem is solv-
able in polynomial time for planar graphs (by Hadlock [13]).

We can, trivially, determine whether or not a given graph
has an odd cycle transversal containing at most k vertices via
bruce force enumeration in O(mnk) time. Although this is
polynomial time for each fixed k, it is practically too slow
for large inputs, even if k is relatively small. Therefore,
the standard goal of parameterized analysis is to take the
parameter out of the exponent in the running time. A
problem is called fixed-parameter tractable (FPT) if it can
be solved in time O(f(k)np), where p is a constant not
depending on k, and f is an arbitrary function. An algorithm
with such a running time is also called FPT.

In a recent breakthrough paper, Reed et al. [29] pre-
sented the first FPT algorithm (actually, O(mn) time algo-
rithm, where m is the number of edges of a given graph G,
and n is the number of vertices of G. Hereafter, we assume
this notation) to determine whether or not a given graph has
an odd cycle transversal of order at most k for any fixed
k (which we now call the odd cycle transversal problem).
The proof method itself is also paid attention by many re-
searchers. Reed et al. [29] were the first to make the follow-
ing simple but very useful observation: To show that a min-
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imization problem is fixed-parameter tractable with respect
to the size of the solution k, it often suffices to give a FPT al-
gorithm that, given a size-(k+1)-solution, either proves that
there is no size k-solution or constructs one. Starting with
a trivial instance and inductively applying this compression
routine a linear number of rounds to larger instances, one can
obtain a FPT algorithm. This method is now called iterative
compression. It becomes an important tool in the design of
efficient FPT [11, 25].

However, there is one problem here. It is very hard
to get a FPT algorithm which runs faster than O(n2) or
O(mn), using the iterative compression method. This is
simply because the method needs to apply the algorithm
recursively after deleting a single vertex. Moreover, each
iteration takes at least O(m) or O(n) time. To obtain an
O(n log n) or even O(m) time algorithm, one cannot apply
this method directly. Fiorini et al. [9] showed, by significant
technical expenditure, there is a linear time algorithm for
the odd cycle transversal problem when the input graph is
restricted to a planar graph. In this paper, we show that the
odd cycle transversal problem can be done in almost linear
time. Specifically, we prove the following.

Theorem 1.1. There is an O(mα(m,n)) algorithm to de-
termine whether or not a given graph has an odd cycle
transversal of order at most k for any fixed k, where the func-
tion α(m,n) is the inverse of the Ackermann function (see by
Tarjan [38]).

We only deal with the vertex version of the odd cycle
transversal problem, but the edge version also follows, be-
cause there is a ‘parameter-preserving” reduction from the
vertex version to the edge version.

Using Theorem 1.1, we shall give a nearly linear time
algorithm for the half-integral disjoint odd cycles problem.
To discuss this problem, it is useful to mention the well-
known Erdős-Pósa property.

1.2 Erdős-Pósa property and half-integral odd disjoint
cycles. A family F of graphs is said to have the Erdős-Pósa
property, if for every integer k there is an integer f(k,F)
such that every graph G contains k vertex-disjoint subgraphs
each isomorphic to a graph inF or a set C of at most f(k,F)
vertices such that G − C has no subgraph isomorphic to a
graph in F . The term Erdős-Pósa property arose because in
[8], Erdős and Pósa proved that the family of cycles has this
property.

On the other hand, for odd cycles, the situation is
different. The Erdős-Pósa property does not hold for odd
cycles in general. If we take a projective planar graph such

that each face has an even size, and all the non-contractible
cycles have odd length, then it does not satisfy the property,
as remarked in [24]. This was actually first pointed out
by Lovász and Schrijver (see [36]). See also Figure 3 (in
fact, The Erdős-Pósa property holds for the cycles of length
p mod m if and only if p is congruent to 0 mod m see [5]
and [42]).

However, Reed [28] proved that the Erdős-Pósa prop-
erty holds for odd cycles in planar graphs. This result was
extended to graphs on an orientable fixed surface in [15].
Note that the Erdős-Pósa property does not hold for odd cy-
cles for graphs on nonorientable surfaces, even for projective
planar graphs.

Concerning the half-integral disjoint odd cycles packing
problem (i.e, k odd cycles such that each vertex is used at
most two of them), Reed [28] proved the following result.

Theorem 1.2. The Erdős-Pósa property holds for the half-
integral disjoint odd cycles packing problem. I.e. G has
either a half-integral k disjoint odd cycles packing, or a
vertex set X of order at most f(k) such that G − X is
bipartite for some function f of k.

We will also give a simpler proof of Theorem 1.2. Proof
will be given in Section 6.

1.3 Nearly linear time for the half-integral disjoint odd
cycles packing problem. We now show the following result
using Theorem 1.1

Theorem 1.3. For any fixed k, there is an O(mα(m,n) +
n log n) time algorithm for testing whether or not there is a
half-integral k disjoint odd cycles packing in a given graph
G.

This improves the time complexity of the algorithm
by Reed, Smith and Vetta [29] who gave an O(n3) time
algorithm for this problem.

In order to prove Theorem 1.3, by Theorem 1.2, we may
assume that there is a vertex set C of order at most f(k)
(which comes from the function in Theorem 1.2) such that
G − C is bipartite, for otherwise, there is a half-integral
k disjoint odd cycles packing. We apply Theorem 1.1 to
find such a vertex set C of order at most f(k) such that
G − C is bipartite in O(mα(m,n)) time. Then we prove
the following.

Theorem 1.4. Suppose G has a vertex set X of order at most
f(k) such that G −X is bipartite for some function f of k.
Then for any fixed k, there is an O(m + n log n) algorithm
to decide whether or not G has a half-integral k disjoint odd
cycles packing.
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Obviously, Theorem 1.4 implies Theorem 1.3.
In order to prove Theorem 1.4, we need the following

result by the authors [16].

Theorem 1.5. There is an O(m + n log n) time algorithm
for the following problem for any fixed k, which is called the
half-integral disjoint paths packing problem.

Input: A graph G and k pair of vertices
(s1, t1), (s2, t2), . . . , (sk, tk) in G (which are sometimes
called terminals, and are not necessarily disjoint).

Output : Paths P1, . . . , Pk in G such that Pi joins si

and ti for i = 1, 2, . . . , k, and in addition, each vertex
(except possibly for the terminals) is on at most two of these
paths.

This improves the previous known result by Kleinberg
[20] who gave an O(n3) algorithm. Let us remark that
the half-integral disjoint paths packing problem is still NP-
complete if k is as a part of input, see [23].

We now prove Theorem 1.4, using Theorem 1.5. Sup-
pose G has a vertex set X of order l ≤ f(k) such that G−X

is bipartite. We claim that there is an O(n log n) time algo-
rithm to solve the half-integral k disjoint odd cycles packing
problem for any fixed k.

We now construct an auxiliary graph from G. Specifi-
cally, for G and X = {c1, ..., cl} (l ≤ f(k)) of G, we define
an auxiliary bipartite graph G′ = G′(G,X). To do so, we
first choose an arbitrary partition of G − X into two stable
sets A and B. We set V (G′) = (V (G)−X) ∪ {cA, cB |c ∈
X} and E(G′) = E(G − X) ∪ {cAy|c ∈ X, y ∈ B, cy ∈
E(G)}∪{cBy|c ∈ X, y ∈ A, cy ∈ E(G)}∪{cA

i cB
j |ci, cj ∈

X, cicj ∈ E(G), i < j}. We note that G′ is bipartite with
bipartition (A′ = A∪{cA|c ∈ X}, B′ = B ∪{cB |c ∈ X}).

We note that each edge of G′ corresponds to an edge of
G whilst each edge of G corresponds to one edge of G′ too.

Since |X| ≤ f(k), if there is a desired half-integral k

disjoint odd cycles packing, say the odd cycles L, then L

goes through X at most 2f(k) times. Therefore, there are
only constant number of possible patterns for L to go through
the vertices in X . Let us fix one pattern, say W . This pattern
W tells us which vertices of X passes twice or just once
or even no times. If there are vertices of X such that the
pattern W does not hit them, we just delete them, and call
these vertices X . Thus X ′ = X −X is the set of vertices of
X such that either the pattern W hits just once or it passes
across. Then this gives us the pairs of vertices in X ′ such
that, in order to achieve the pattern W , a half-integral disjoint
paths packing whose endpoints are given by the specified
pairing in X ′ must exist in G′ − X . Note that since G′ is

bipartite, so we do not have to worry about parties of the
paths. Thus we just need to apply Theorem 1.5 in G′ − X

with terminals in X ′. Since there are only constant number
of patterns and |X| ≤ f(k), therefore, for any fixed k, we
can solve the problem in O(n log n) time by using Theorem
1.5. This proves Theorem 1.4, and hence Theorem 1.3.

1.4 Overview of the proof. In this section, we sketch a
proof of Theorem 1.1.

We have a two steps solution. We first prove the
following approximation version of Theorem 1.1.

Theorem 1.6. For any fixed k and a graph G, there is an
O(mα(m,n)) time algorithm either to find a vertex set X of
order at most f(k) (for some function f of k) such that G−X

is bipartite, or to conclude that G has no desired vertex set
of order k that hits all odd cycles in G. If the answer is the
first, we detect such a vertex set X .

Having Theorem 1.6, we can use the following theorem.
This follows from Lemma 1, together with the discussion
after that, in [29].

Theorem 1.7. For any k and a graph G, the following
holds: Suppose G has a vertex set X such that G − X is
bipartite. Then there is an O(|X|kkm) time algorithm to
determine if G has a vertex set X ′ of order at most k such
that G−X ′ is bipartite.

Assuming Theorem 1.6, we can get a vertex set X

of order at most f(k) such that G − X is bipartite in
O(mα(m,n)) time (otherwise, we are done). Then by
Theorem 1.7, there is an O(f(k)kkm) time algorithm to get
one of the desired conclusions in Theorem 1.1.

Thus our task is to prove Theorem 1.6. We now sketch a
proof. The proof of Theorem 1.6 also has a two step solution.

Specifically, we prove the following two theorems.

Theorem 1.8. There is an O(mα(m, n)) algorithm either to
conclude that there is no desired set of order at most k that
hits all odd cycles in G or to construct the following tree-
decomposition (for the notations of the tree-decomposition,
we refer the reader to Section 2).

For each bag Wt, either

1. |Wt| ≤ f(k) for some function f of k (to be determined
later), or

2. Wt is nearly bipartite. More precisely, Wt − X is
bipartite for a vertex set X of order at most g(k) for
some function g of k (to be determined later). Also,
(Ws ∩ Wt) ⊆ X , where s is the parent of t in the
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corresponding tree T . Let us say that Ws ∩ Wt is the
root for Wt.

Theorem 1.9. Given the tree decomposition constructed in
Theorem 1.8, there is an O(n) algorithm to prove Theorem
1.6.

A proof of Theorem 1.9 will be given in our full paper,
but it is not so hard. The main hard part of this paper is to
prove Theorem 1.8. Let us now give a sketch of our proof.

Reed [26] gave an O(n log n) algorithm to construct a
tree decomposition of width at most 4k for a graph of tree
width k for any fixed k. Extending his approach, we attempt
to construct a special tree decomposition of the input graph,
but not necessarily of bounded tree-width. Specifically,
either each piece has bounded order or consists of a ”nearly”
bipartite graph, i.e, there is a vertex set X of order at most
g(k) (for some function g of k, to be determined later) such
that after deleting X from the piece, the resulting graph is
bipartite. But our tree decomposition still requires adjacent
nodes to intersect in a bounded number of vertices.

To build our special tree decomposition, we start by
putting all vertices of the graph in a single root node. We then
iteratively break the leaves into nodes with fewer vertices. If
a leaf has bounded size or is “nearly” bipartite, we “mark” it
so that we no longer consider it in the future. Furthermore,
all the internal nodes of the tree-decomposition are no longer
considered in the future either.

The only reason we fail to construct our tree-
decomposition is because there is no vertex set of order at
most k that hits all odd cycles in G.

The big difference from Reed’s algorithm is that we
have to construct this tree-decomposition in O(mα(m,n))
time. The crux of matter is that, after one iteration, each
leaf, except possibly for k leaves, is marked. Moreover, if
we sum up the order of the leaves that are not marked, it
would be at most n′/2, where n′ is the number of vertices
of the current graph we have worked on. Thus after one
iteration, we can “throw way” half of the vertices of the
current graph, because we just need to continue the tree-
decomposition for at most k leaves that are not marked, and
they only have at most n′/2 vertices. At each iteration,
in O(m′α(m′, n′)) time (where n′, m′ are the number of
vertices, edges, respectively, of the current graph), the leaves
of the decomposition are halved (or no longer needed to be
considered) so that after log n iterations, all the leaves are
marked. Thus the standard computation implies that after at
most log n iterations, we would get a desired special tree-
decomposition in O(mα(m,n)) time (Note that all internal
nodes of the tree-decomposition are not considered).

Let us see how to proceed more precisely. We try to split
a leaf Wt so that each child has at most half of the vertices of
Wt. If we are successful, we repeat this process in the next
iteration. The only time we fail is when the tree-width of Wt

is too large. In that case, Wt contains a wall of huge height
[7, 27, 32, 34].

At a high level, using this wall, either we can conclude
that there is no vertex set of order at most k that hits all
odd cycles in G, or we get a nearly bipartite subgraph in
Wt, which allows us to split Wt or stop (because the leaf is
already in the final desired form). In order to reach one of the
conclusions, we need to find a wall in Wt which is “attached”
to a specific highly connected part of the graph Wt. This can
be done by Reed’s result [26], Theorem 2.2, together with a
related algorithmic result, see in [16], and Theorem 2.3. This
highly connected part is the key idea to keep constructing a
desired tree-decomposition.

Let us now give a sketch of proof when Wt has large
tree-width. In order to reach one of the above conclusions,
we also need a new concept, “odd-minor”. We need to
address what it is.

Recall that a graph H is a minor of G if H can be ob-
tained by contracting and deleting edges in G. Equivalently,
H is a minor of G precisely if there are |V (H)| vertex-
disjoint trees in G, one tree Tv for each vertex v of H , such
that for every edge e = {v, w} in H there is an edge ê in G

connecting the two corresponding trees Tv and Tw. Now H

is an odd minor of G if, in addition, all the vertices of the
trees can be two-colored in such a way that (1) the edges of
each tree Tv are bichromatic, while (2) the edge ê connecting
trees Tv and Tw corresponding to each edge e = {v, w} of H

is monochromatic. In particular, the class of odd-H-minor-
free graphs (excluding a fixed graph H as an odd minor) is
more general than the class of H-minor-free graphs (exclud-
ing a fixed graph H as a minor).

Indeed, the class of odd-H-minor-free graphs is strictly
more general: the complete bipartite graph Kn/2,n/2 cer-
tainly contains a Kk-minor for k ≤ n/2, but on the
other hand, it does not contain Kk as an odd minor for
k ≥ 3. Also, any Kk-minor-free graph G is O(k

√
log k)-

degenerate, i.e, every induced subgraph has a vertex of de-
gree at most O(k

√
log k); see [39, 40, 21, 22]. Thus,

any Kk-minor-free graph G has O(k
√

log kn) edges. On
the other hand, some odd-Kk-minor-free graphs such as
Kn/2,n/2 may have Θ(n2) edges.

Let us now come back to sketch of our algorithm. We
need to consider the following two cases (which are similar
to the well-known algorithm by Robertson and Seymour
[33]):
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1. A huge clique minor, but no huge odd clique minors.

2. A wall of huge height, but no huge clique minor.

For the definition of a ”flat” wall, we refer the reader to
the Section 3. We now remark that in all the above cases, the
structure we obtain from (e.g, a huge clique minor or a wall
of huge height) is “attached” to a specific highly connected
part of the graph Wt.

Suppose there is a huge clique minor in Wt. Robertson
and Seymour also excluded a huge clique minor for the k

disjoint paths problem, and that step is not hard. But our
problem setting is much harder since we need to figure out
a parity of each path. To do so, we first need to figure out
whether or not a given graph Wt has a huge odd clique minor.
It is easy to see that an odd-Kk+3-minor does not contain a
vertex set of order at most k that hits all odd cycles in G,
because no matter how we delete k vertices from the odd
Kk+3-minor, at least three nodes of the odd clique minor are
left, and any three nodes of the odd Kk+3-minor contains an
odd cycle by the definition.

One question is: how do we find a huge clique odd
minor? It turns out that we have a nice structure theorem
which tells us that if we have a huge clique minor, then
either we can get a big odd clique minor or else we can get
a vertex set X of bounded size (depending on k) such that
the component of G−X containing most of the nodes of the
huge clique minor is ”essentially” bipartite. This is proved
in Theorem 5.2 with help of the recent result by Geelen et
al. [10] (Actually, Theorem 5.2 essentially follows from the
result in [10].).

Then we need to discuss the case when there is a
huge clique minor in Wt, but no huge odd clique minors.
So this corresponds to the case 1. In this case, by the
above result, we can conclude that the graph in Wt, which
is “attached” to a specific highly connected part of the
graph Wt is, “essentially” bipartite. Thus we have a nearly
bipartite graph N in Wt. If N = Wt, then we just mark
the leaf Wt. Otherwise, N becomes one internal node in
the tree-decomposition. Since N is attached to a specific
highly connected part of the graph Wt, all the non-bipartite
subgraphs in Wt are cut off by a small separation from
N , and moreover, each of these subgraphs contains at most
half of the vertices of Wt. Thus each of these components
becomes a children, and hence this negates our need to
construct the tree-decomposition because each children has
at most half of the vertices of Wt.

We now come to the point where there is no huge clique
minor. So this corresponds to the case 2. By the result of
Robertson and Seymour [33], there is a huge flat wall W ,

which is “attached” to a specific highly connected part of the
graph Wt. In fact, we can find such a wall in linear time by
the recent result in [16]. So this corresponds to the second
case.

If W has k + 1 disjoint odd faces, then we are done,
as clearly k vertices are not enough to hit all odd cycles.
So, we are left with the case that there is a huge flat proper
subwall W ′ of the wall W , which is bipartite. In this case,
by the above result of Geelen et al. [10], we can conclude
either that the graph “attached” to a specific highly connected
part of the graph Wt is ”essentially” bipartite in Wt, (and
hence in this case, this negates our need to construct the
tree-decomposition, as discussed for the case 1), or there
are many parity breaking paths, each joining two points on
the outer cycle of the wall W ′ in Wt. By a parity breaking
path, we mean a path P with endpoints on the outer cycle of
the wall W ′ such that the path P together with the wall W ′

yields an odd cycle. In the second case, we can show that
this graph has no k vertices to hit all odd cycles.

Let us now repeat some important points to construct
our special tree-decomposition. First, each above iteration
can be done in O(mα(m,n)), and after one iteration, there
are at most k leaves that are not marked, for otherwise,
there is no desired vertex set since there would be k + 1
disjoint odd cycles. Therefore, after one iteration, it follows
that, all the leaves, except for k leaves Wt1 , . . . ,Wtl

with
l ≤ k, are marked. Hence, we only need to split the
leaves Wt1 , . . . ,Wtl

in the next iteration. Note that all
internal nodes of the tree-decomposition are not considered.
In addition, we have splitted each leaf into smaller parts
whose order is at most 1/2 of the original leaf. Thus this
implies that after one iteration,

∑l
i=1 |Wti | ≤ n′/2, where

n′ is the number of vertices of the current graph we have
worked on. So in the next iteration, we only need to work
on the subgraph of G that has at most n′/2 vertices. Thus
the standard computation implies that after log n iterations,
we can construct a desired tree-decomposition, that is, a
special tree-decomposition such that each piece is either
nearly bipartite or of bounded size, in O(mα(m,n)) time.
Let us remark that in order to find an odd clique minor or
parity breaking paths, we need to find an augmenting path
f(k) times for some function of k, see Section 4. Finding an
augmenting path takes O(mα(m,n)). That is why α(m,n)
in the time complexity comes in. More detailed proof of
Theorem 1.1 will appear in our full version of this paper.

This paper is organized as follows: In Section 2, we
give important tools and notations for the proof of Theorem
1.1 and a short proof of Theorem 1.2. We need to apply
a structural result of Robertson and Seymour concerning
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