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Abstract

The online learning problem requires a player to iteratively

choose an action in an unknown and changing environment.

In the standard setting of this problem, the player has to

choose an action in each round before knowing anything

about the corresponding loss. However, there are situations

in which it seems possible for the player to spend efforts

or resources to collect some prior information before her

actions. This motivates us to study a variant of the online

learning problem, in which the player is allowed to query B

bits from the loss vector in each round before choosing her

action. Suppose each loss value is represented by K bits and

distinct loss values differ by at least some amount δ, and

suppose there are N actions to choose and T rounds to play.

We provide an algorithm for this problem which achieves

a regret of the following form. Before B approaching

B1 = NK/2, the regret stays at O(
√

T ln N), and after

B exceeding B1 but before approaching B2 = NK/2 +

3K/2−1, the regret drops slightly to O(
√

(T ln N)/N), while

after B exceeding B2, the regret takes a dramatic drop to

(N ln N)/δ. Our algorithm is in fact close to optimal as we

also provide regret lower bounds which almost match the

regret upper bounds achieved by our algorithm.

1 Introduction

Many situations in daily life seem to involve making
repeated decisions in an unknown and changing envi-
ronment, including examples such as trading stocks,
commuting to work, routing in a network, forecasting
weather, playing games, etc. This motivates the study
of the well-known online learning problem in which a
player iteratively chooses an action and receives a loss
(or a reward) for a number of rounds. In each round, the
player must choose her action before knowing the cor-
responding loss, but after choosing her action, she gets
to know the whole loss vector (one entry per action) of
that round. The player would like to have an online
algorithm, which can learn from the past and hopefully
make better decisions as time goes by, so that the total
accumulated loss is small. The standard way of evalu-
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ating such an online algorithm is to compare its total
loss with that of the best fixed action in hindsight. The
difference between these two losses is called the regret,
and the goal of an online algorithm is to minimize its
regret. There have been many wonderful works on this
problem, and it has grown into a rich topic with con-
tributions coming from several areas such as machine
learning, algorithms design, and statistics. More infor-
mation can be found in the survey papers such as [3, 5]
or the nice book [6], and a sample of more recent works
includes [1, 17, 4, 7, 16, 8, 10, 18, 11, 2].

For the online learning problem which has N ac-
tions to choose and T rounds to play, there are some
algorithms which achieve a regret of O(

√
T ln N), and

the bound is in fact tight as a matching lower bound
of Ω(

√
T ln N) can be shown (see e.g. [6]). Note that

these bounds hold in the most general and adversarial
setting in which the loss vector in each round could be
any arbitrary one in [0, 1]N . On the other hand, it be-
comes possible to achieve a smaller regret when the loss
vectors have constraints. For the online convex opti-
mization problem, which generalizes the online learning
problem, Hazan, Agarwal, and Kale [13] showed that
when the loss functions satisfy some nice properties,
such as strict convexity (with bounded first and sec-
ond derivatives), a regret of O(lnT ) can be achieved.
The result, however, does not seem to carry over to the
online learning problem. For the online linear optimiza-
tion problem, Hazan and Kale [14] considered the case
in which the sequence of T loss functions have a small
variation V , and they showed that a regret of O(

√
V )

can be achieved. They also have a analogous result for
the online learning problem. Another situation in which
one can have constraints on the loss functions/vectors,
even though they could still be arbitrary, is when one
can obtain some prior information about them. For the
online linear optimization problem, Hazan and Megiddo
[15] showed that if the player knows the first entry of
the loss vector (as the prior information) before choos-
ing her action in each round, a regret of O(N2 ln T ) can
be achieved. They also considered modeling the prior
information in each round as some state vector and mea-
suring the regret against (stronger) offline algorithms
which are allowed to have their action in that round de-
pend in a certain way on the same prior information. In
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this setting, they showed that a regret can be achieved
which depends on T in the form of O(T 1−1/(d+2)) where
d is the dimension of the state vectors.

In these previous works, the online player seems
to be considered as having a passive role in the envi-
ronment, with no control over the constraints of loss
functions: either the player is in a somewhat benign
environment in which the loss functions themselves sat-
isfy some nice property, or the player passively observes
some revealed information about the loss functions. On
the other hand, there are scenarios in which it seems
possible for the player to spend efforts or resources to
actively collect some information of her choice about
the loss functions. For example, before deciding which
route to take, a driver may first select some routes and
try to collect their traffic conditions; before deciding
which stocks to trade, an investor may first select some
stocks and try to do some research on their potential;
before choosing the next move in a game, a player may
first select some moves and try to evaluate how good
they are. However, in most situations, one is unlikely
to have an unlimited amount of efforts or resources to
collect all the information one would like to have; there-
fore, one needs to decide how to spend the limited efforts
or resources in an efficient way.

We would like to initiate a study on such scenarios.
As a start, we consider modifying the online learning
problem in the following way. In each round, we give
the player a B-bit budget which allows her to query
B bits of her choice on the loss vector before choosing
her action, where we assume that each loss value is
represented by a K-bit string and distinct loss values
differ by at least some amount δ. We allow the queries
to be made in a randomized way, but we also allow an
adversary to set each bit of a loss vector after receiving
the corresponding query made by the online algorithm,
although we still require that the adversary fixes a loss
vector before seeing the algorithm’s action. This has the
purpose of limiting the power of queries and capturing
the potential delay between the queries and actions
made by the algorithm. Note that our model has the
original online learning problem as a special case, when
B = 0. On the other hand, when B = NK, one can
achieve a zero regret since one has enough budget to
figure out the whole loss vector and choose the best
action in each round. The interesting case is when
the value of B lies in the middle, and some questions
arise. With a limited number of queries, where should
one spend them? It is natural to expect that with a
larger B, one can obtain more information about the
loss vectors and achieve a smaller regret, but how does
the regret look like as a function of the budget bound B?
We will try to answer these questions in this paper, by

providing an algorithm for this problem together with
lower bounds on the regret which almost match those
achieved by the algorithm.

Our algorithm is based on the well-known weighted
average algorithm, which achieves an optimal regret for
the original online learning problem. To work in our new
setting, we add a step for making the queries and modify
the way an action is chosen in each round (while keeping
the weights updated in the same multiplicative way).
Instead of using the probability distribution pt of the
weighted average algorithm to choose an action in each
round t, we use pt to guide our queries, and from the
query result, we modify the distribution pt by moving
probabilities around among some actions. Our strategy
is to use queries to find out actions with different loss
values so that by moving the probabilities to actions
with a smaller loss, the expected loss in that step can
be reduced from that of the weighted average algorithm.
We start the queries on actions with larger probabilities
in pt, hoping that a larger amount of probabilities can
be moved around so that a larger reduction on the loss
can be achieved.

The regret which our algorithm achieves depends
on the budget bound B in the following way. Before B
approaches the bound B1 = NK/2, the regret remains
at

O(
√

T ln N)

which is within the same order as that of the no-query
case (B = 0). After B passes the bound B1 but before
it approaches the bound B2 = NK/2 + 3K/2− 1, there
is a noticeable drop of the regret to

O(
√

(T ln N)/N).

Finally, after B passes the bound B2, the regret takes a
dramatic drop to

(N ln N)/δ,

which is independent of T . One may see our regret
bound as having two “phase transitions”, one minor and
one major, at the two “critical points” B1 and B2.

One may wonder if this interesting shape of the
regret bound is just an artificial result of the particular
algorithm we design. We show that it is not the case and
it actually comes from the nature of the problem. We
do this by providing regret lower bounds which almost
match the regret bounds achieved by our algorithm.
As a result, we know that unless one can query close
to half of the bits in the loss vectors, these queries do
not help much as they can only reduce the regret by a
constant factor. Moreover, even when one can have the
number of queries close to B2, one can only reduce the
regret by a factor of

√
N . On the other hand, according

to our algorithm, when the budget bound exceeds B2,
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the queries suddenly become extremely useful, and the
regret can be made extremely small which does not even
depend on T . It is a pleasant surprise to see how the
budget affects the regret in such an interesting way.

We consider our work as a preliminary step in the
new direction of allowing queries in online learning.
There are many questions that remain to be answered,
and next we list three of them. First, recall that in our
model, we allow an adversary to set each bit of a loss
vector after receiving the corresponding query made by
the online algorithm. This somewhat limits the power
of the queries even though queries are allowed to be
randomized. Still, we show that queries can be very
powerful when their number exceeds some threshold.
We would like to understand if the queries could become
even more powerful when an adversary has to fix a loss
vector before the online algorithm makes any query on
it. Next, our algorithm is based on the specific weighted
average algorithm and our regret analysis seems to
rely crucially on some of its special properties. We
would like to understand if it is possible to modify any
existing online algorithm, instead of just the weighted
average algorithm, to use queries to achieve a smaller
regret. Finally, in our query model, we allow the online
algorithm to obtain the information of individual bits
of a loss vector, but this may not be realistic in some
settings. In these settings, we would like to have more
appropriate queries models which capture the kind of
information one can obtain from loss vectors, and then
to design algorithms which can utilize such queries to
achieve small regrets.

The outline of the paper is the following. In
Section 2, we introduce some definitions and provide
some basic facts. In Section 3, we consider a special
case of the problem and provide a simple algorithm with
a simple analysis, which contains the essential ideas.
Then we provide an algorithm and analyze its regret
for the general problem in Sections 4 and 5. Finally,
we prove regret lower bounds which almost match the
regret upper bounds achieved by our algorithm.

2 Preliminaries

First, we introduce some notations which will be used
in this paper. For a binary vector v, let #1(v) denote
the number of ones in v. For a set S, let |S| denote the
number of elements in S. For a positive integer N , let
[N ] denote the set {1, 2, · · · , N}.

Next, let us describe the original online learning
problem. Suppose there is a set of N available actions
and there are a total of T rounds to play. In each
round t ∈ [T ], an online algorithm A chooses to play an
action according to some distribution pt = (pt

1, · · · , pt
N )

over the N actions, where pt
i is the probability that

A plays action i in round t. After that a loss vector
`t = (`t

1, · · · , `t
N ) ∈ [0, 1]N is revealed to A, where `t

i is
the loss of playing action i in round t, and A suffers an
expected loss

∑
i∈[N ] p

t
i`

t
i. The expected loss of A in T

rounds of plays is

LT
A =

T∑
t=1


 ∑

i∈[N ]

pt
i`

t
i


 ,

and we compare it with that of the best fixed action in
hindsight, which is

LT
min = min

i∈[N ]

T∑
t=1

`t
i.

The goal of A is to minimize its regret, defined as

RT
A = LT

A − LT
min.

For this problem, there are algorithms which
achieve an optimal regret of O(

√
T lnN). Next, we de-

scribe one of them, called the weighted average algo-
rithm, denoted as A0, which will be used later to build
our algorithm. In each round t, A0 maintains a weight
vector wt = (wt

1, · · · , wt
N ) (initially, w1 = 1N ) together

with the distribution pt = (pt
1, · · · , pt

N ) such that for
each i ∈ [N ],

(2.1) pt
i =

wt
i

W t
, where W t =

∑

j∈[N ]

wt
j ,

and performs the following two steps:

Step 1: A0 plays an action sampled according to the
distribution pt = (pt

1, · · · , pt
N ).

Step 2: A0 after receiving the loss vector `t =
(`t

1, · · · , `t
N ) updates its weights to wt+1 =

(wt+1
1 , · · · , wt+1

N ) according to the rule that for each
i ∈ [N ],

(2.2) wt+1
i = wt

i · e−η`t
i ,

where the parameter η is the learning rate which
one can choose.

Several ways are known for bounding the regret
of this algorithm. However, for our result to work,
we will use the particular one given in the following
lemma, which we will prove in Appendix A. Note that
it guarantees a regret of at most

ln N

η
+ Tη = 2

√
T ln N

by choosing η =
√

(lnN)/T .
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Lemma 2.1. For any i1, i2, . . . , iT ∈ [N ], the regret of
A0 is at most

ln N

η
+

T∑
t=1


η

∑

i:`t
i 6=`t

it

pt
i


 .

In this paper, we study a new setting that the online
algorithm is allowed to query some information about
the loss vector before choosing its action to play in each
round. More precisely, in each round t, the algorithm is
allowed to query B bits from the loss vector `t. Here,
we assume that each loss value `t

i comes from a set of
at most 2K values so that we can represent each value
by a K-bit string, with a smaller binary representation
for a smaller loss value, and we assume furthermore
that any two distinct loss values differ by at least some
amount δ. For the clarity of our presentation, we assume
here that δ (and thus K) is a constant, and we also
assume that the algorithm knows the numbers B, δ,
and T before it starts. In each round, while we allow
the online algorithm to make randomized queries, we
also allow an adversary the power to set the bits of the
loss vector after receiving the corresponding queries, but
still the adversary must fix the loss vector before seeing
the action chosen by the algorithm.

3 A Special Case

In this section, we provide a simple example showing
that even with a one-bit query in each round, it becomes
possible to reduce the regret significantly. We use this
simpl case to illustrate the basic ideas, which will be
extended for the more difficult general case in the next
section. The result of this section is the following.

Theorem 3.1. For the special case of the online learn-
ing problem with N actions such that loss vectors are
from {0, 1}N and the budget bound is B = 1 per round,
there exists an algorithm A1 which achieves a regret of
at most N ln N .

Before proving the theorem, let us first see how
some partial information about a loss vector can be
used to save some loss for the online algorithm. One
example is that if we know `t

i > `t
j in round t, then

by moving some probability qi from playing action i to
playing action j, we can save the expected loss by the
amount

(3.3)
(
qi`

t
i − qi`

t
j

)
= qi

(
`t
i − `t

j

)
= qi

since `t
i, `

t
j ∈ {0, 1}, which means that a larger qi gives

a larger saving. This suggests that we query the bit `t
i

when action i is the one that we initially plan to play

with the highest probability, hoping that from it we can
move a large probability to some other action with a
smaller loss value. Using this idea, we will design the
algorithm A1 and analyze its regret next.

Proof. (of Theorem 3.1)
The algorithm A1 is based on the weighted average

algorithm A0 described in the previous section, but it
adds a query step and then modifies the distribution of
actions in each round. More precisely, in round t, A1

maintains a weight vector wt = (wt
1, . . . , w

t
N ) and the

distribution pt = (pt
1, . . . , p

t
N ) defined as in (2.1), but it

replaces Step 1 of A0 by the following:

Step 1.1. A1 queries the bit `t
it of the loss vector,

where it is the action such that pt
it ≥ pt

j for every
j ∈ [N ].

Step 1.2. A1 derives the distribution p̂t from pt by
moving its probabilities in the following way:

• If `t
it = 0, then A1 moves all the probabilities of

other actions to action it, so that p̂t
it = 1 and p̂t

j = 0
for any j 6= it.

• If `t
it = 1, then A1 moves the probability of action

it to other actions evenly, so that p̂t
it = 0 and

p̂t
j = pt

j + pt
it/(N − 1) for any j 6= it.

Step 1.3. A1 plays an action sampled according to the
distribution p̂t.

Next, we analyze the regret of A1. We do this by
comparing it with that of A0, which by Lemma 2.1 is
at most

ln N

η
+

T∑
t=1


η

∑

i:`t
i 6=`t

it

pt
i


 .

According to (3.3), in each round t, by moving the
probabilities around, the algorithm A1 can reduce the
loss of A0 by some amount st, such that when `t

it = 0,

st =
∑

i:`t
i 6=`t

it

pt
i

(
`t
i − `t

it

)
=

∑

i:`t
i 6=`t

it

pt
i,

and when `t
it = 1,

st ≥
∑

i:`t
i 6=`t

it

pt
it

N

(
`t
it − `t

i

) ≥ 1
N

∑

i:`t
i 6=`t

it

pt
i,

since pt
it ≥ pt

i for any i. As a result, the regret of A1 is
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at most

ln N

η
+

T∑
t=1


η

∑

i:`t
i 6=`t

it

pt
i − st




≤ ln N

η
+

(
η − 1

N

) T∑
t=1

∑

i:`t
i 6=`t

it

pt
i

= N ln N,

by choosing η = 1/N . This proves Theorem 3.1.
¤

4 Main Result

In this section, we consider the general online learning
problem described in Section 2. We will generalize the
algorithm A1 in the previous section to the general
setting, and our main result is the following theorem.

Theorem 4.1. Let D = max{0, NK/2+3K/2−1−B}.
Then for the general online learning problem described
in Section 2, there exists an online algorithm A2, which
given a budget of B queries per round achieves a regret

RT
A2
≤

{
(N ln N)/δ if D = 0,√

(8DT ln N)/(NK) if D > 0,

for a large enough T .

Before proving the theorem, let us try to understand
better the somewhat complicated-looking regret bound,
and in particular, to see how the regret is affected by the
budget bound B. First, observe that as B increases from
zero, the quantity D decreases, and consequently the
regret RT

A2
decreases. This matches what one normally

would expect. Next, let us take a closer look at how
RT
A2

decreases as B increases. Interestingly, the value
of RT

A2
appears to go through two “phase transitions”,

one minor and one major, around B = NK/2 and
B = NK/2 + 3K/2 − 1, in the following sense. When
B ≤ (1−ε)NK/2 for any small positive constant ε, RT

A2

remains at
O

(√
T ln N

)

which is within the same order as that of the no-query
case (B = 0). When NK/2 ≤ B ≤ NK/2+(1−ε)3K/2
for any small positive constant ε, RT

A2
takes a noticeable

drop to
O

(√
(T ln N)/N

)
.

Finally, when B ≥ NK/2 + 3K/2 − 1, RT
A2

takes a
dramatic drop to

(N ln N)/δ,

which is very small and independent of T .

Next, we proceed to prove Theorem 4.1 by providing
the algorithm A2 and then bounding its regret in the
following two subsections, respectively.

4.1 The Algorithm A2. The algorithm A2 is based
on the algorithm A1 in the previous section (which
in turn is based on the weighted average algorithm
A0), but it modifies Step 1.1 (for making queries) and
Step 1.2 (for deriving the distribution p̂t) in order to
handle the more general case.

Consider any round t. Just as in A1, we would like
to use queries to find out some relationships among the
losses of actions so that we can move probabilities to
actions with a smaller loss. Now in the general case,
which can have B > 1 and K > 1, we need to decide
where to spend the B bits of budget; if we spend them
efficiently, we can find out more relationships. We will
call an action i heavier than an action j if pt

i ≥ pt
j , and

we call i lighter than j otherwise. Let it denote the
heaviest action, and our strategy is to use its loss value
`t
it as a basis and to find out its relationship with `t

i for
as many action i’s as possible. Here, we look first for a
partial relationship such as `t

it ≤ `t
i instead of an exact

one such as `t
it = `t

i or `t
it < `t

i, so that we can spend
as few queries as possible and still know some way to
move the probability. Following the idea in Section 3,
we will query heavier actions before lighter ones, hoping
that larger probabilities can be moved among them.
Formally, in each round t, A2 replaces Step 1.1 of A1

by the following:

Step 1.1. Before the B-bit budget runs out, A2 queries
the K bits of `t

it , where it is the heaviest action, and
then repeats the following if `t

it /∈ {1K , 0K}:
(a) A2 finds the next heaviest action i.

(b) A2 queries those bits of `t
i in those positions which

have zeros in `t
it if `t

it has fewer zeros than ones
(i.e., #1(`t

it) > K/2), and queries the other bits of
`t
i otherwise. (For example, if `t

it = 100, then A2

queries only the leftmost bit of `t
i.)

(c) If any of the queried bit in `t
i differs from the cor-

responding bit in `t
it , A2 queries all the remaining

bits in `t
i.

Note that if `t
it equals 1K or 0K , A2 will not make

any further query on any other action i because it
knows already the relationship `t

i ≤ `t
it or `t

i ≥ `t
it ,

respectively. If in Step 1.1.(b) all the queried bits match
the corresponding bits in `t

it , A2 knows the relationship
`t
i ≤ `t

it or `t
i ≥ `t

it when those bits are all zeros or all
ones, respectively. Otherwise (if there is a mismatch),
then in Step 1.1.(c) A2 will query the remaining bits in
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`t
i to determine whether `t

i < `t
it or `t

i > `t
it . From such

information, A2 can divide the N actions into six sets:
I<, I≤, I=, I≥, I>, and I?, in the following way. If A2

knows `t
i < `t

it or `t
i > `t

it , A2 puts action i in I< or
I>, respectively. If A2 only knows `t

i ≤ `t
it or `t

i ≥ `t
it ,

A2 puts action i in I≤ or I≥, respectively. If A2 still
does not know any relationship between `t

i and `t
it after

running out the budget, A2 puts action i in I?. Finally,
let I= = {it}.

With such information at hand, A2 will derive the
new distribution p̂t from the distribution pt by trying
to move probabilities to actions with a smaller loss. We
will say that the probabilities of some set I of actions
are moved to another set I ′ of actions evenly if p̂t

i = 0
for i ∈ I and p̂t

i = pt
i+

∑
j∈I pt

j/|I ′| for i ∈ I ′. Formally,
in each round t, A2 replaces Step 1.2 of A1 by the
following:

Step 1.2. A2 derives the distribution p̂t from pt by
moving its probabilities in the following way:

• If I< 6= ∅, A2 moves all the probabilities from
I= ∪ I≤ ∪ I> ∪ I≥ to some i0 ∈ I<.

• If I< = ∅ 6= I≤, A2 moves all the probabilities from
I= ∪ I> ∪ I≥ to I≤ evenly.

• If I< = ∅ = I≤, A2 moves all the probabilities from
I> ∪ I≥ to I=.

The other steps of the algorithm A1 are all inherited
without any change by the algorithm A2, except that
now A2 sets its learning rate as

(4.4) η =
{

δ/N if D = 0,√
(NK ln N)/(2TD) if D > 0.

Next, we will show that the algorithm A2 indeed
achieves the regret bound given in Theorem 4.1.

4.2 Proof of Theorem 4.1. We follow the analysis
in Section 3. For each round t, let st denote the
amount of loss A2 saves from that of A0 by moving
the probabilities around (and playing according to the
distribution p̂t instead of pt), and let

rt = η
∑

i:`t
i 6=`t

it

pt
i − st.

According to Lemma 2.1 and the discussion in Section 3,
we can bound the regret of A2 as

(4.5) RT
A2
≤ ln N

η
+

T∑
t=1

rt.

Then we bound each rt by the following lemma.

Lemma 4.1. Let D = max{0, NK/2 + 3K/2− 1−B},
and suppose η ≤ δ/N . Then for any t ∈ [T ],

rt ≤ 2D

NK
η.

We will prove the lemma in Section 5. Now let us
apply it to the bound in (4.5) and consider two cases,
depending on the value of D. If D = 0, by choosing
η = δ/N , we have

RT
A2
≤ ln N

η
=

N ln N

δ
.

If D > 0, by choosing η =
√

(NK ln N)/(2TD), which
is at most δ/N for a large enough T , we have

RT
A2
≤ ln N

η
+

2DT

NK
η =

√
8DT ln N

NK
.

This completes the proof of Theorem 4.1.

5 Proof of Lemma 4.1

Consider any t ∈ [T ], and let it be the heaviest action
which A2 queires first in round t. Recall that

rt = η
∑

i:`t
i 6=`t

it

pt
i − st,

where st is the saving of loss in round t by playing
according to the probability distribution p̂t instead of
pt. Our goal is to show that

(5.6) rt ≤ 2D

NK
η,

where D = max{0, NK/2 + 3K/2 − 1 − B}. For this,
we consider two cases, depending on whether or not
|I<| = 0.

First, let us consider the easier case that |I<| 6= 0.
In this case, the algorithm A2 moves the probability pt

it

from the action it (and possibly also probabilities from
other actions) to some action i0 ∈ I< with `t

i0
< `t

it ,
which means that the saving of loss is

st ≥ pt
it(`t

it − `t
i0).

Since it is the heaviest action, we have pt
it ≥ 1/N , and

since distinct loss values differ by at least δ, we have
`t
it − `t

i0
≥ δ. As a result, we have

rt = η
∑

i:`t
i 6=`t

it

pt
i − st ≤ η − δ/N ≤ 0,

by the assumption that η ≤ δ/N . Thus, the bound in
(5.6) holds in this case.

Next, let us consider the more difficult case that
|I<| = 0. We rely on the following claim which we will
prove in Subsection 5.1.
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